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ABSTRACT

OLUSEYI ODUBOTE

Statistical Methods For Reaction Networks

(Under the direction of DANIEL LINDER Ph.D)

Stochastic reaction networks are important tools for modeling many biological

phenomena, and understanding these networks is important in a wide variety of

applied research, such as in disease treatment and in drug development. Statistical

inference about the structure and parameters of reaction networks, sometimes

referred to in this setting as model calibration, is often challenging due to

intractable likelihoods. Here we utilize an idea similar to that of generalized

estimating equations (GEE), which in this context are the so-called martingale

estimating equations, for estimation of reaction rates of the network. The variance

component is estimated using the approximate variance under the linear noise

approximation, which is based on partial differential equation, or Fokker-Planck

equations, which provides an approximation to the exact chemical master equation.

The method is applied to data from the plague outbreak at Eyam, England from

1665-1666 and the COVID-19 pandemic data. We show empirically that the

proposed method gives good estimates of the parameters in a large volume setting

and works well in small volume settings.



KEY WORDS: Chemical master equation, Generalized estimating equations,

Martingale estimating function, Density dependent Markov jump processes
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1 Introduction

Increased knowledge in the field of medicine and biology, particularly in the last

century, has led to significant improvements in life expectancy, the eradication of

certain diseases like smallpox and measles through vaccination, and the

development of advanced treatments for cancer. While much progress has been

made, much remains unknown about the biological processes and machinery that

lead to the large degree of observed biological phenomena and diversity. For

example, we understand that RNA is transcribed from DNA and proteins are

translated from RNA, but many intermediate processes in this path lead to a wide

diversity in phenotypes. For example, although a brain cell and skin cell contain the

same DNA sequence of the individual, the highly coordinated and differential

activity of thousands of different molecules between the two cell types leads to two

very different cells that have organ specific functions. Extending this to the roughly

200 different human cell types, and then even further to different organisms, one

sees a sliver of the scale and magnitude of all the different unseen processes going on

invisibly to make it all happen.

DNA RNA Protein

Figure 1.1: Basic representation of how proteins are produced
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Every living organism is made up of proteins, which carry out basic functions like

building and repairing tissues and making enzymes and other necessary chemicals

that are essential for the survival of the organism, essentially giving the cell its

phenotype. Since many intermediate processes take place between DNA and the

creation of protein, whose levels eventually determine the cells behavior, good

modeling tools can help us make sense of the mechanics of all of this. Ideally, a

good modeling tool would be capable of explicitly describing how the chemical

species work in concert inside the cell and in pathogens like bacteria and viruses, so

that this information would make it easier to better treat diseases, or improve

treatment methods, and even prevent certain diseases like cancer. Much of this

promise comes from our relatively recent ability to interrogate biological systems

with technologies such as fluorescent microscopy, cellular cytometry,

high-throughput sequencing (HTS), and RNA sequencing, all of which have

matured significantly over the last several decades. For instance, cellular cytometry

allows us to detect and measure characteristics of a cell, and it is used for cell

counting, biomaker detection, protein engineering and the diagnosis of health

disorders. HTS can be used to determine the order of the four bases in DNA:

adenine, guanine, cytosine, and thymine, and knowledge of these sequences has very

broad applications in areas such as biotechnology, gene therapy, virology, medical

diagnosis, and personalized medicine to name a few. Without models however, these

technologies would merely produce just empirical numbers, transcript counts in the

case of RNA sequencing, but with really no clear idea or way to rationalize how the

measured quantities may coordinate together to perform important higher level
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activities; i.e., cell cycle, cell migration, or apoptosis for example.

Mathematical models are useful tools for studying these systems, and they

provide a formal way to rationalize some of the interesting mechanisms like

transcription, translation, gene regulation, cell cycle, and cellular signaling Albert

(2007). More specifically, reaction networks have become a critical component of

simulation tools in a wide variety of applications that include the study of disease

transmission, catalysis, electrochemistry, and biology [Hopkins (2008), Pujol et al.

(2010)]. In systems biology, the construction of in silico; i.e., computer-based,

network models is extremely useful for simulating the responses of systems to

pertubations from drugs, or other interventions, so that otherwise expensive drug

discovery experiments can be run on a computer instead of in a living organism, in

vivo, which can be both costly and destructive. Designing realistic in silico models

that are accurate representations of the true biology however is difficult due to a

limited understanding of the underlying reaction pathways, and hence

reverse-engineering these reaction networks from experimental data on cell

signaling, gene regulation, metabolism, and even infectious disease outbreaks, is one

of the challenges in systems biology due to this uncertainty [Albert (2007), Bonneau

(2008), Gardner and Faith (2005)]. For instance consider the cell. In the cell’s

genes, ribosomes are produced that translate them into peptide sequences, which

form the main protein structure. A cell contains twenty distinct amino acids, each

produced by a unique enzyme. Approximately 104 amino acids in each cell must be

synthesized every second to produce the needed proteins. This requires an effective

system, regulating amino acid production and balancing levels so that there are no
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restrictions on certain amino acids that could result in protein structure

replacement mistakes. Reaction networks give one the ability to model such

regulatory systems, thus enabling one to define new biochemical markers or system

regimes that represent the state of a disease. It also facilitates development of

disease prevention and therapy strategies through targeted interrogation and

perturbation of systems. For instance, the significance of folic acid and vitamin B12

in cancer prevention has been demonstrated [Berger et al. (2008), Chen et al.

(2014), He and Shui (2014)]. Another example is the protein-connected sugars,

known as glycoproteins, which are an important part of cell membranes.

Glycoproteins help in cell to cell detection and binding by serving as specific protein

receptors to other cells. Each organ and tissue has its own special glycans, which

gives other molecules access to the cells of the organism. Infectious viruses that we

encounter are typically equipped to grip a certain set of glycans, so the specificity of

viruses to types of glycans in organ specific cells that express these often determines

the mechanism of infection [Adamo et al. (2013)]. Recently, it has been observed

that the novel coronavirus of 2019 SARS-CoV-2, which is now causing a global

pandemic, gains access to lung cells through the angiotensin-converting enzyme 2

(ACE2) receptor on the cell surface. Currently, research is underway to understand

the molecular processes involved in the coronavirus spike (S) glycoprotein’s affinity

to and binding of the ACE2 receptor on the surface of human cells in order to aid in

SARS-CoV-2 vaccine development Walls et al. (2020).

A therapeutic example is understanding how snake venom functions in

biochemical pathways to target and destroy tissues and cells. Snake venom is not
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composed of a single compound, but is a complex mixture of enzymatic and

non-enzymatic proteins and peptides. The number and types of proteins vary across

species but are broadly classified as those having enzymatic activity and those that

do not Bickler (2020). Enzymatically active proteins in snake venom act to cause

damage by either binding to other proteins, like α−toxins, or by creating small

signaling molecules and cascades that have wide ranging effects beyond the what

effects the original venom dose could have, essentially hijacking the endogenous

signaling and transduction pathways to magnify tissue damage. For instance, the

metalloprotease-type enzymes destroy cell membranes and collagen, thereby

damaging blood vessels, and their degradation products effect mechanisms like

tissue growth and repair. These enzymes also trigger inflamation cascades and

amplify transcription and translation of endogenous metalloproteases for further

membrane and collagen damage in locations that could not be reached by the initial

venom content. To be able to develop effective anti-venom, understanding how the

proteins in snake venom react with our cells and what pathway is being co-opted is

crucial. Small molecule inhibitors of the PLA2 and MP pathways offer promise, but

gaps in our understanding of the precise enzymatic, biochemical, and physical

mechanisms for how these proteins induce intracellular effects need to be closed to

bring such therapies to fruition. More on the pharmacokinetics on snake venom has

been dicsussed in Sanhajariya et al. (2018).

There are two primary approaches for describing reaction networks, deterministic

and stochastic models. The deterministic approach treats the system species, or

state space, as a continuous process that is governed by a set of coupled ordinary
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differential equations (the “reaction-rate equations”). The stochastic approach

maintains a discrete state space formulation, which is more reflective of actual

processes that take on whole number integer values. Thus, the state space of

stochastic models describe the integer numbers, or amounts, of the individual

species, and so is a random process defined on the integer lattice with a distribution

function that is governed by a single differential equation (the “master equation”)

Gillespie (1977). This differential equation’s solution is the probability density that

the system will be in a particular state at time t. The stochastic approach appears

to be a more realistic way of modeling biochemical reactions, since experimental

studies almost always report the presence of stochasticity in observed processes

Wilkinson (2006), and real system species totals will always occur in whole

numbers. Hence, the last few decades have seen intense research on the stochastic

analysis of stochastic reaction networks Del Vecchio and Murray (2015). Stochastic

models account for the inherent randomness in such systems by allowing both the

time between reactions and which reaction fires next to be random, which is also

more in line with how real chemical reaction and epidemic systems evolve over time.

One way of doing this is to use stochastic kinetic models, described by their

chemical reaction rates under the assumption that the process follows a Markov

jump process (MJP). We will see later that analyzing the stochastic models in some

cases enables one to glean more information than deterministic ones, so that better

inferences and predictions about the reaction network’s future behavior can be

made. First, we set up some notation and discuss the differences between stochastic

and deterministic models. Then we describe the transition kernel, sometimes called
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the chemical master equation (CME), of stochastic reactions networks, which was

given by Gillespie (1992) for chemical systems.

1.1 Reaction Networks

We saw in the previous section the practical importance of modeling using reaction

networks (RN). The next question is how can we formulate models of networks that

accurately emulate how systems like this evolve in time. As we have previously

mentioned, it turns out that these models are not only useful for describing cellular

chemistry, but are also good representations of infectious disease outbreak dynamics.

To do this, we first introduce the notation for RNs. A RN is a finite set of species

that interact via a set of reactions. Specifically, a RN consists of three sets (X, C, R)

1. Species X: {X1 · · ·Xd}, these are d distinct species of the system.

2 Complexes C: are linear combination of the species, representing the species

produced and consumed in each reaction. These can be represented as vectors

ηr, η
′
r ∈ Zd≥0, where ηr represents the number of molecules of each species

consumed by the rth reaction and η′r represents the number of molecules

produced by the rth reaction.

3 Reactions R: {ηr → η′r} with the rth reaction’s stoichiometry Sr = η′r−ηr ∈ Zd

The classical chemical notation for a reaction is written as

d∑
i=1

ηirXi
κr−→

d∑
i=1

η′irXi, (1.1)
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where ηir and η′ir are non-negative stoichiometric coefficients denoting the numbers

of reactant and product molecules for species i, respectively, and κr is the reaction

rate constant of the rth reaction. We say that the rth reaction is of order ′′m′′ if∑d
i=1 ηir = m, i.e., if it involves m reactant molecules. Thus, the system state space

is X(t) a vector function of time describing the evolution of the system. For

instance, if reaction r fires at time t, the system updates according to

X(t) = X(t−) + η′r − ηr = X(t−) + Sr.

In the 1860s, in the context of macroscopic in vitro experiments, Guldberg and

Waage Guldberg and Waage (1886) modeled the dynamics of chemical reaction

systems using the Law of Mass Action . Let x = (x1, · · · , xd), where xi denotes the

concentration of species Xi; i.e., the concentration comes from dividing by the

system volume xi =
Xi

Ω
. Then the rate gr of a reaction under the law of mass action

is given by

gr(x) = κr

d∏
i=1

xηiri . (1.2)

We call gr the macroscopic rate function of the rth reaction. The stoichiometric matrix

S is defined as

Sir = η′ir − ηir, i = 1 · · · , d, r = 1, · · · , R. (1.3)

The value Sir describes the net change in the number of molecules of Xi when reaction

r occurs. Multiplying the stoichiometric matrix and macroscopic rate functions gives
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the system of reaction rate equations as Klipp et al. (2008)

d

dt
x =Sg(x),

d

dt
xi =

R∑
r=1

Sirgr(x), i = 1 · · · , d.

To give a concrete example of the notation consider the following example

Example 1.1. 2H2 + O2
κr−→ 2H2O. where R = 1, there is only 1 reaction here.

η1 = (2, 1, 0), η′1 = (0, 0, 2), S1 = η′1− η1 = (−2,−1, 2), gr(x) = 2κrx1x2, where x1

corresponds to the concentrations of molecular hydrogen and x2 corresponds to the

concentration of dioxygen. That is, two molecules of molecular hydrogen react with

one molecule of dioxygen to give two molecules of water.

Example 1.2. Let’s look at the popular Lotka-Voltera (LV) prey-predator model

[Lotka (1939)]. We will analyze this model often throughout this thesis. Let RR

represent rabbits and FF foxes.

RR
κ1−→ 2RR, RR + FF

κ2−→ 2FF, FF
κ3−→ ∅ (1.4)

In the example of Lotka-Volterra, in the absence of foxes, rabbits multiply at rate

κ1 described in reaction one. Reaction two describes the interaction between rabbits

and foxes. This reaction is detrimental to rabbits, as their population decreases upon

encounters with foxes. On the other hand, rabbit and fox interactions are beneficial

for foxes, as their population increases when reaction 2 occurs. The final reaction

in the system is the rate at which foxes die. The LV model assume that if foxes do
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not interact with rabbits, for example if the rabbits went extinct, the fox population

would decrease exponentially at rate κ3. So, in this system foxes need rabbits to

survive. It should be clear that in this model, since rabbits are the only food source,

their extinction should lead to an overall extinction event. It turns out as we will see

that these kind of events do not happen in deterministic models. The stoichiometric

coefficients for the LV model are

η =

R1 R2 R3
RR 1 1 0

FF 0 1 1

, η′ =

R1 R2 R3
RR 2 0 0

FF 0 2 0

. (1.5)

Accordingly, the stoichiometric matrix S = η′ − η is

S =

R1 R2 R3
RR 1 −1 0

FF 0 1 −1

, (1.6)

g(x) = (κ1x1, κ2x1x2, κ3x2)T ,

where x1 and x2 are number of rabbits and foxes respectively. The rate equations are

d

dt
x1 = κ1x1 − κ2x1x2,

d

dt
x2 = κ2x1x2 − κ3x2. (1.7)

To investigate the dynamics of the deterministic LV model we plot the graph of
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the ODE solution to (4.3) with κ1 = 2, κ2 = 0.02, κ3 = 1.3 and under different initial

conditions. Notice the solution is a smooth continuous function over time. Also note

the oscillatory dynamics between predator and prey. We see that as prey decreases, a

delayed decrease in the predator population begins due to absence of food. Further,

as the predator population dwindles, the prey population begins to grow again in

the absence of competition from predators. With our parameter choices, this cyclical

behavior continues indefinitely through time. Also note that since these curves are

smooth functions, like other deterministic models, extinctions events are precluded.

One might expect in reality a much less smooth curve, since these interactions between

rabbits and foxes would occur at discrete times, and not continuously over time. This

type of realistic behavior can be described with stochastic models.

ODE Lotka−Voltera model for Omega=1

TIme

C
ou

nt

50

100

0 2 4 6 8 10

Prey
Predator

(a) ODE for the LV model with Ω =

1,Prey =100, Predator=50, κ1 = 2, κ2 =

0.02, κ3 = 1.3

ODE Lotka−Voltera model for Omega=100

TIme

C
ou

nt

5000

10000

0 2 4 6 8 10

Prey
Predator

(b) ODE for the LV model with Ω =

100, Prey =10000, Predator=5000, κ1 =

2, κ2 = 0.02, κ3 = 1.3.

Figure 1.2: ODE for the Lotka-Volterra model
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1.2 Why stochastic models

As mentioned previously, stochastic models provide a more realistic representation of

biological systems compared to deterministic models. Though deterministic models

have been used widely in literature in the past, they are not entirely appropriate

for modeling stochastic systems. To illustrate why this is the case, we consider a

simplified form of the linear birth-death process. Let X(t) be the number of bacteria

in a colony at time t. Further, let λ be the birth rate, µ be the death rate, and assume

that we know the number of bacteria in the colony at time zero, denoted by x0. Using

the deterministic approach for this model we have

dX(t)

dt
= (λ− µ)X(t). (1.8)

This can be solved analytically to give the complete system dynamics as the solution

X(t) = x0exp{(λ− µ)t}. (1.9)

In the above deterministic model we see that all we need for complete determination

of system dynamics is the initial condition x0 and λ − µ, the individual values of λ

and µ are not important. This creates the problem of parameter identifiability, which

is necessary for carrying out inference in the stochastic model. Since λ = 1 and µ = 0

would give the same deterministic model as λ = 6 and µ = 5, we cannot ease out if we

have a pure death process or a birth-death process by fitting the deterministic model

to data. Also under the deterministic approach, the system can never go extinct,
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even in a pure death process, but merely converges to zero as t→∞.

In our example let’s assume x0 = 100, λ = 5, µ = 5 and consider the system solution

at t = 3

X(3) = 100 exp(3) = 2008.55.

Ignoring for the moment the fact that this is not an integer, which is a problem

because bacteria counts should be whole numbers, we will always get this solution

regardless of the individual values of λ and µ, as long as the difference λ−µ = 1. To

explore the qualitative differences in the deterministic and stochastic formulations,

we plot the deterministic ODE and four realizations from the stochastic birth-death

process using Gillespie’s algorithm, which we will discuss later. We set the initial

system state at x0 = 50 and λ = 3, µ = 4.
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Figure 1.3: Four realizations of a stochastic linear birth-death process with the
continuous deterministic solution, (x0 = 50, λ = 3, µ = 4)

In figure 1.3 we see that the ODE solution in red is continuous, smooth, and is

never 0, i.e., the bacteria never goes extinct due to its deterministic nature. The count

of bacteria is also constant at each given time point, unlike the stochastic trajectories,

which vary across the different realizations.
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(a) λ = 1, µ = 2.
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(b) λ = 7, µ = 8.
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(c) λ = 3, µ = 4.

0

20

40

60

0 1 2 3 4 5
Time

B
ac

te
ria

Legend text

ODE
SSA1
SSA2
SSA3
SSA4

(d) λ = 10, µ = 11.

Figure 1.4: Comparing different realizations of the stochastic linear birth and
death model with the deterministic model.

In figure 1.4 we have different plots of the linear birth-death process, for different

λ and µ values but the same λ − µ = −1. The deterministic solution remains the

same for different values of λ and µ, since in this setting the deterministic model is

completely specified by the values of x0 and λ− µ, which is −1 in this example. But

the stochastic model reflects the differences in the values of λ and µ. For example,

smaller values of λ and µ lead to less fluctuations in bacteria counts compared to

larger values of λ and µ. Hence, the stochastic models provide a more rich description
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of system dynamics above and beyond the mean behavior encoded in deterministic

models. These differences however do disappear in large volume settings, where the

stochastic fluctuations vanish and the two modeling approaches agree completely. We

discuss system volume and asymptotics later in the dissertation.

1.2.1 Stochastic Reaction Networks

We now describe the notation and formulation of the stochastic models. Consider a

chemical reaction system with d species X = (X1 · · ·Xd) and R reactions with rate

constants κ = (κ1 · · ·κR), under a fixed volume (Ω) and temperature. At any time

point, the state of the system is given by the number of molecules of each species under

the additional condition that the system is well-stirred. Under these assumptions

the evolution of the system over time is described by a Markov process, with density

function that can be represented by a system of ordinary differential equations (ODEs)

and whose solution is often referred to as the chemical master equation (CME).

McQuarrie McQuarrie (1967) was one of the first to review the stochastic nature

of chemically reacting systems. A rigorous derivation of this equation was given

by Gillespie (1992). Denote the probability that the rth reaction happens in an

infinitesimal time step dt by fr(X)dt, where fr(X) is called the propensity function

of the rth reaction. The CME can be derived as follows. Consider P (X, t|X(t0)) as

the probability the system is in state X at time t given the system was in state X(t0)

at time t0. Then the probability P (X, t+dt|X(t0)) that the system is in state X after

an infinitesimal time increment dt is P (X, t|X(t0)) plus the influx of probability into

state X from other states
∑R

r=1 fr(X−Sr)P (X−Sr, t|X(t0))dt, minus the outflow of
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probability from state X,
∑R

r=1 fr(X)P (X, t|X(t0)). Putting this together we have

P (X, t+ dt|X(t0)) =P (X, t|X(t0))

+
( R∑
r=1

[fr(X − Sr)P (X − Sr, t|X(t0))− fr(X)P (X, t|X(t0))]
)
dt

Subtracting P (X, t|X(t0)), dividing by dt, taking the limit dt → 0, and dropping

the explicit dependence on the initial condition X(t0), we arrive at the mathematical

representation of the CME

d

dt
P (X, t) =

R∑
r=1

[P (X − Sr, t)fr(X − Sr, t)− P (X, t)fr(X, t)]. (1.10)

The CME can also be written as

d

dt
P (X, t) =

R∑
r=1

(
d∏
i=1

E−Siri − 1)fr(X, t)P (X, t), (1.11)

where Xi is the number of molecules of species i and E−Siri is the step operator defined

by E−Siri f(Xi, · · · , Xi, · · · , Xd) = f(Xi, · · · , Xi − Sir, · · · , Xd). We will shortly see

that the step operator representation is quite useful for deriving approximations to

the CME. The CME solution gives the probability that the system transitions from

its initial state X(t0) at time t0 to X(t) at time t, due to reaction channels firing

during the time interval t − t0. Further, the probability of two or more reactions

occurring at an infinitesimal time is zero, and hence only one reaction can happen

at an instantaneous time. While the form of the CME at first appears to be rather

innocent, finding general solutions to the CME is very challenging as the cardinality of

17



the state space becomes large. The reason for this is because no closed form solutions

exist in general for systems of order two and higher. Thus, computing these exact

probabilities requires computing matrix exponentials involving transition matrices

that have the same dimension as the cardinality of the state space. As an example,

the susceptible, infected, recovered (SIR) epidemic model we investigate in chapter

5 has state space with cardinality
(

616
2

)
= 189, 420, so that the matrix exponential

involves raising the 189, 420 × 189, 420 transition matrix to powers in the matrix

exponential power series expansion. In other words, the CME is said to suffer from

the curse of dimensionality. For certain small systems, it is feasible to compute exact

solutions of the CME using the stochastic simulation algorithm (SSA), developed by

Gillespie (1976). The SSA allows one to simulate exact sample paths of the stochastic

process described by the CME. The generalized form of the propensity functions in

a mass-action setting is given as

fr(X) = κrΩ
d∏
i=1

Xi!

(Xi − ηir)!Ωηir
. (1.12)

Propensity functions of this form are called mass-action kinetics type Van Kampen

(1992).

Example 1.3. We look at the CME for the Lotka-Volterra model. As an example

consider the bi-molecular reaction RR + FF
κ2→ 2FF . The number of ways to pair

rabbits and foxes is is RR × FF . The corresponding propensity function is then

κ2
RR× FF

Ω
, where the scaling with

1

Ω
is because the probability that two molecules,

a rabbit and fox interact is inversely proportional to the size of the habitat under the
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mass-action assumption. To keep the notation consistent we use X to represent the

rabbit and fox counts so that the CME for the Lotka-Volterra model is given by

d

dt
P (X, t) = κ1(X1 − 1)P (X1 − 1, X2, t) +

κ2

Ω
(X1 + 1)(X2 − 1)P (X1 + 1, X2 − 1, t)

+ κ3(X2 + 1)P (X1, X2 + 1, t)− (κ1X1 +
κ2

Ω
X1X2 + κ3X2)P (X1, X2, t)

(1.13)

where X1 represent the number of rabbits and X2 the number of foxes.

1.2.2 Stochastic Simulation Algorithm

Since the CME solution is typically not tractable for systems of interesting sizes, the

stochastic simulation algorithm (SSA) is a useful procedure for constructing

simulated trajectories, or realizations, from the CME in mass-action systems. If

X(t) is the vector of individuals in the population, at time t, the SSA updates the

state vector X(t) = (X1(t), · · · , Xd(t)), given that the system initially (at time t0)

was in state X(t0) = x0. Reactions, single instant events that alter at least one of

populations (e.g. birth, death, movement, collision, predation, infection, etc),

trigger changes in the state of the system over time. The SSA procedure samples

the time τ to the next reaction r and updates the system state X(t) according to

which reaction fired. The basic idea of SSA is to simulate reaction events explicitly

in time and to update the time and state vector accordingly. The stochastic process

described by the CME is a continuous-time Markov jump process, which has the

important property that waiting times are exponentially distributed [Gardiner et al.

(1985)]. Since sampling from exponential distributions is easy and straight forward,
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it is easy to sample when the next reaction occurs, and due to the independence of

the timing and which reaction fires, then independently sample which reaction

occurred.

There are advantages and disadvantages to using SSA. Easy simulation, low

memory requirement, and in principle, computation time not depending

exponentially on d are some advantages of SSA. While easy to simulate from, it can

be very slow, with no guaranteed error bound. Several variants of the SSA have

been proposed in the literature [Gillespie et al. (2013), Mauch and Stalzer (2011),

Pahle (2009)]. Similarly, since the CME can not be used in many setting when the

system size is large, approximation methods have been developed in literature which

we will discuss in the next chapter. Before looking at these various approximations,

we investigate in figure 1.5 plots of realizations from the SSA for the Lotka-Volterra

model with parameters κ1 = 2, κ2 = 0.02, κ3 = 1.3, which allows us to see the

stochastic behavior of the system as compared to the deterministic ODE. The SSA

increments the species count at discrete time points, which is how we observe

system movement in practice, and we see that as the volume size (Ω) increases the

graph smooths out, that is it converges to the ODE.

20



SSA of Lotka−Voltera model for Omega =1

TIme

C
ou

nt

50

100

150

0 2 4 6 8 10

Prey
 Predator

(a) SSA for the LV model with Ω = 1.
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(b) SSA for the LV model with Ω = 10
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(c) SSA for the LV model with Ω = 100
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(d) SSA for the LV model with Ω = 200

Figure 1.5: SSA for the Lotka-Volterra model with Ω = 1, 10, 100 and 200.

1.2.3 Moment equations of the CME

Since solving the CME can be very difficult even for small systems, one can try

to calculate the system moments from the master equation. We adopt the typical

moment notation using inner products 〈〉. For instance, 〈Xi〉 corresponds to the

mean number of species i over time, while 〈Xi, Xj〉 corresponds to the cross-moment

between species i and j over time. The equation for the cross-moment 〈Xi, · · · , Xd〉

can be computed using the CME in Equation 1.11 by multiplying it by Xi, · · · , Xd
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and summing which gives,

∂t〈Xi, · · · , Xd〉 =
R∑
r=1

〈(Xi+Sir) · · · (Xd+Sdr)fr(X)〉−
R∑
r=1

〈Xi, · · · , Xdfr(X)〉. (1.14)

For moments of up to order two Equation (1.14) becomes

∂t〈Xi〉 =
R∑
r=1

Sir〈fr(X)〉, (1.15)

∂t〈XiXj〉 =
R∑
r=1

[Sjr〈xifr(X)〉+ Sir〈fr(X)xj〉+ SirSjr〈fr(X)〉]. (1.16)

If the system is linear, the moments of the equation of order m depend only on

moments of order m or lower. A major drawback of computing moments of the CME

is that if the system is of order two or higher, then the moments of lower order depend

on higher-order moments. This infinite coupling of moments makes the moment

equations intractable for nonlinear systems. Several methods have been proposed in

the literature to deal with this problem, mainly by truncating up to a certain order,

the so-called moment closure [Engblom (2006), Gillespie (2009), Hasenauer et al.

(2014), Lee et al. (2009)]. To illustrate the moments let’s look at the Lotka-Voltera

example. The CME moment equations for the Lotka-Volterra model up to order two
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are given by

∂tx1 = κ1x1 − κ2x1,2, (1.17)

∂tx2 = κ2x1,2 − κ3x2, (1.18)

∂tx1,1 = κ1(2x1,1 + x1) + κ2(−2x1,1,2 + x1,2), (1.19)

∂tx1,2 = κ1x1,2 + κ2(x1,1,2 − x1,2,2 − x1,2)− κ3x1,2, (1.20)

∂tx2,2 = κ2(x1,1,2 + x1,2,2 + x1,2) + κ3(−x1,2 − x2,2 + x2). (1.21)

We see that the equations for lower order moments depend on higher order ones. For

instance the equation for x1 depends on x1,2 and the equation for x2,2 depends on

x1,1,2 and x1,2,2. If we were to write down the moment equations of order three, they

would depend on moments of order four.
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2 Literature Review

2.1 Approximation Methods for CME

Due to the curse of dimensionality, the CME is not practical for most systems of

interesting size. Even though the stochastic simulation algorithm (SSA) can simulate

exact realizations of the system, it quickly becomes computationally expensive when

the system size gets large. For this reason, much research has been done in the

literature to approximate the CME and increase computational speed. We will discuss

some of these approximation methods in this section.

2.1.1 Chemical Langevin equation (CLE)

The chemical Langevin equation (CLE) (named after Paul Langevin) consists of a

set of coupled stochastic differential equations describing the time evolution of the

molecule numbers of each species. The Fokker-Planck equation of the CLE is derived

by applying Taylor’s expansion to the CME. Applying Taylor’s expansion to the CME

in Equation (1.11) about the step operator E−Siri results in the following equation.

d∏
i=1

E−Siri = 1−
d∑
i=1

Sir
∂

∂xi
+

1

2

d∑
i,j=1

SirSjr
∂

∂xi

∂

∂xj
− 1

6

d∑
h,i,j=1

ShkSirSjr
∂

∂xh

∂

∂xi

∂

∂xj
+ · · ·

24



Truncating at the second order and substituting back into Equation (1.11) we have

the Fokker-Planck equation given as

∂tP (x, t) = −
d∑
i=1

Sir
∂

∂Xi

[fr(x)P (x, t)] +
1

2

d∑
i.j=1

SirSjr
∂

∂xi

∂

∂xj
[fr(x)P (x, t)] (2.1)

Definition 2.1. Fokker-Planck equation: named after Adrian Fokker and Max

Planck, it was also derived by Andrey Kolmogorov, who developed the idea

independently in 1931 as the Kolmogorov forward equation. The Fokker-Planck

equation defines the evolution equation of a system’s particle velocity distribution,it

allows us to calculate the transition probability density of diffusion processes.

Generally, the Fokker-Planck equation is given as

∂

∂t
p(x, t) = − ∂

∂x
[A(x, t)p(x, t)] +

∂2

∂x2
[B(x, t)p(x, t)] (2.2)

where A(x, t) is called the drift function and B(x, t) is called the diffusion coefficient.

Qian and Ge (2013)

In Markov jump process theory, the CLE is accompanied by a CFPE, which is the

probability density function of the process. For chemical systems composed of only

first-order reactions, the CFPE’s predictions for the mean concentrations and the

variance of the fluctuations are the same as those of the CME. For chemical systems

composed of at least one bi-molecular or second-order reaction, there is a difference

between the predictions of the CFPE and of the CME, which vanishes in the limit of

large molecule numbers. However, it has been shown that this difference is typically
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quite small, even for systems characterized by small-molecule numbers, and hence

the CLE/CFPE method presents an alternative framework of stochastic simulation

to the SSA. We can rewrite Equation (2.1) as

∂tP (x, t) = −
d∑
i=1

∂

∂xi
[Ai(x)P (x, t)] +

1

2

d∑
i,j=1

∂

∂xi

∂

∂xj
[Bij(x)P (x, t)], (2.3)

where the drift vector A and diffusion matrix B are respectively given by

Ai(x) =
R∑
r=1

Sirfr(x), (2.4)

Bij(x) =
R∑
r=1

SirSjrfr(x). (2.5)

One advantage of approximating the CME with the CLE and writing this as the

CFPE is that of computational speed, as this process is faster than the CME. Also,

the state variables denote discrete molecule numbers in the CME, but they denote

continuous real numbers in the CFPE. The CFPE in Equation (2.2) is equivalent to

the CLE, this relationship is given by

dx = A(x)dt+ C(x)dW, C(x)C(x)T = B(x), (2.6)

which is an Itô stochastic differential equation [Gardiner et al. (1985)]. In the above,

W are increments of the multidimensional Wiener process. Gillespie (Gillespie (2000))

gave another approach to deriving the CLE other than using Taylor series expansion
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. There are different choices for C(x) in Equation (2.6) corresponding to different

factorization of the matrix B(x); which leads to different representations of the CLE.

A commonly used representation [Gillespie (2000), Melykuti et al. (2010)] is

dxi =
R∑
r=1

Sirfr(x)dt+
R∑
r=1

Sir
√
fr(x)dWr, i = 1 · · · , d (2.7)

As with the CME there are no analytic solutions to the CLE, but the computational

cost of simulating from the CLE scales with the number of species, rather than with

the rate of reaction events, making it preferable to the SSA in many situations.

Example 2.1. In the Lotka-Voltera model from the previous examples, we will

calculate A(x), B(x) and C(x) and derive the CLE for the model.

A(X) =

 κ1x1 − κ2x1x2

κ2x1X2 − κ3x2

 , (2.8)

B(X) =

 κ1x1 + κ2x1x2 −κ2x1x2

−κ2x1x2 κ2x1x2 + κ3x2

 , (2.9)

C(X) =


√
κ1x1 −

√
κ2x1x2 0

0
√
κ2x1x2

√
κ3x2

 . (2.10)
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Therefore the CLE given by Equation (2.6) is

dX1 = (κ1X1 − κ2X1X2)dt+
√
κ1X1dW1 −

√
κ2X1X2dW2 (2.11)

dX2 = (κ2X1X2 − κ3X2)dt+
√
κ2X1X2dW2 −

√
κ3X2dW3 (2.12)

We explore the graphs of the CLE for the Lotka-Volterra system at different volume

sizes, with parameters κ1 = 2, κ2 = 0.03, κ3 = 1.2 to see the stochastic effect. We

can see the stochastic behavior in the graph at a smaller volume sizes, unlike the

deterministic model that treats this as a continuous process. The graph smooths out

at a larger volume size, converging to the deterministic (ODE) solution.
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(a) CLE for the LV model with Ω = 1.
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(b) CLE for the LV model with Ω = 10.
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(c) CLE for the LV model with Ω =

100.
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(d) CLE for the LV model with Ω =

200.

Figure 2.1: CLE for the LV model with Ω = 1, 10, 100 and 200.

2.1.2 Linear noise approximation (LNA)

The LNA is another approximation technique of the CME Van Kampen (1992), it is

useful when the CME has nonlinear reactions that make it difficult to solve

analytically. The LNA is obtained by decomposing the instantaneous particle

numbers Xi of the CME into a deterministic part φ and a stochastic component
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ξ = (ξ1, · · · ξd)> which is a random variable. So Xi can be written as

Xi = Ωφi + Ω1/2ξi, (2.13)

and the concentration of each species can then be written as

xi =
Xi

Ω
= φi + Ω−1/2ξi. (2.14)

The probability distribution of X can be written in terms of the distribution of the

stochastic vector ξ

P (X, t) = P (Ωφi + Ω1/2ξi) = Π(ξ, t), (2.15)

with propensity function

f(x,Ω) = fr(φi + Ω−1/2ξi). (2.16)

Taylor expanding this around the deterministic component gives

fr(φi + Ω−1/2ξi) = fr(φi) + Ω−1/2ξif
′
r(φi) +

1

2
Ω−1ξ2

i f
′′
r (φi), (2.17)

and truncating at the first order gives

fr(φi + Ω−1/2ξi) = fr(φi) + Ω−1/2ξif
′
r(φi) +O(Ω−1) = fr(φi) + Ω−1/2ξif

′
r(φi). (2.18)
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Expanding the step operator in Equation (1.11),

d∏
i=1

E−Siri = 1− Ω−1/2

d∑
i=1

Sir
∂

∂ξi
+

Ω−1

2

d∑
i,j=1

SirSjr
∂2

∂ξi∂ξj
+O(Ω−3/2). (2.19)

Substituting Equations (2.15, 2.16 and 2.19) into Equation (1.11), gives the Fokker-

Planck equation describing the evolution of Π

∂
∏

(ξ, t)

∂t
= −

d∑
i,j=1

[A]ij
∂

∂ξi
ξjΠ(ξ, t) +

1

2

d∑
i,j=1

[BBT ]ij
∂2Π(ξ, t)

∂ξi∂ξj
, (2.20)

where

fr = fr(φ, t), [A]ij =
R∑
r=1

Sir
∂fr
∂φj

, B = S
√
diag(f(φ, t), and [BBT ]ij =

R∑
r=1

SirSjrfr.

(2.21)

The related Itô diffusion has the form

dξ(t) = A(t)ξdt+B(t)dW. (2.22)

The LNA is a popular method for making inference, because the drift and diffusion

matrix of the Fokker-Planck equation of the LNA are linear in the state vector ξ.

Hence, the LNA solution is a Gaussian process, whose mean is an ODE that can be

solved numerically. Also, the covariance matrix of the multivariate normal

distribution has a closed form and can be computed numerically by solving the

following equation

dΣt

dt
= AtΣt + ΣtA

>
t + BtB

>
t . (2.23)
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This is very useful as it reduces computational speed compared to the CLE and CME,

and likelihood-based inference is tractable via the Gaussian structure. In this thesis

we take advantage of the fact that the variance is in closed form and can be solved

numerically for our proposed method.

Example 2.2. Continuing with the Lotka-Voltera model, we will calculate the drift

matrix A(t) and the diffusion matrix B(t) for the LNA. First we calculate the columns

of the Jacobian

∂f

∂x1

= (κ1, κ2x2, 0)T ,

∂f

∂x2

= (0, κ2x1, κ3)T ,

A(x) =

 κ1 − κ2x2 −κ2x1

κ2x2 κ2x1 − κ3

 , (2.24)

B(x) =

 κ1x1 + κ2x1x2 −κ2x1x2

−κ2x1x2 κ2x1x2 + κ3x2

 . (2.25)

Therefore the Fokker-Planck equation is

∂P (ξ1, ξ2, t)

∂t
= − ∂

∂ξ1

(κ1 − κ2x2 − κ2x2)P (ξ1, ξ2, t) +
∂

∂ξ2

(κ2x2 + κ2x1 − κ3)P (ξ1, ξ2, t)

+
1

2

∂2

∂ξ1

(κ1x1 + κ2x1x2 − κ2x1x2)P (ξ1, ξ2, t)

+
1

2

∂2

∂ξ1

(−κ2x1x2 + κ2x1x2 + κ3x2)P (ξ1, ξ2, t), (2.26)
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and the corresponding Itô diffusion is

dξ1 = (κ1 − 2κ2x1x2)dt+
√
κ1x1dW1, (2.27)

dξ2 = (2κ2x2 − κ3)dt+
√
κ3x2dW4. (2.28)

The big idea of all this approximation method, is the improvement in computation

speed that is gained compared to the direct method SSA, and they are also good

approximations of SSA. We see this by looking at the graphs in figure 2.2 comparing

the CLE and the SSA, the CLE closely approximates the SSA and as the volume

increases both the CLE and SSA converge to the ODE solution. The parameters for

the graphs are κ1 = 2, κ2 = 0.03, and κ3 = 1.2 respectively.
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Figure 2.2: Comparing the SSA, CLE and ODE for the Lotka-Volterra model
with Ω = 1, 10, and 100.
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2.1.3 Moment Closure (MC)

Calculating the exact moments of the CME can be intractable due to the infinite

coupling of moments in systems containing bi-molecular or higher-order reactions,

since the moment equations of these types of systems are infinitely coupled with

higher-order moments, see Equation (1.16) - (1.20). One way to solve this problem is

by moment closure (MC). Moment closure is done by choosing a level or order, after

which the cumulants of higher orders are set to zero. This method was first used

by Goodman Goodman (1953). Others have developed different variations of MC

in literature [Smadbeck and Kaznessis (2013), Gillespie (2009), Matis and Guardiola

(2010)]. For example, truncation at the second moment and using a maximum entropy

assumption results in a normal approximation of the CME.

2.1.4 Tau-leaping

Tau-leaping is an approximation to the CME, developed by Gillespie [Gillespie

(2007)]. It is similar to the SSA, but the main difference is that it takes larger time

leaps than the SSA, thereby making simulation faster. It essentially performs all

reactions within the specified time interval before updating the propensity function.

x(t+ τ) = x(t) + P (τfr(x)), (2.29)

where P (τfr(x)) is a Poisson distribution with mean τfr(x), and fr(x) is the

propensity function. There have been different variants and updates of the

tau-leaping algorithm, below is an example by Gillespie (2001)
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1 Initialize the model the model state vector x(t0)

2 Calculate reaction rate fr(x(t))

3 Choose time step τ . This may be fixed

4 For each reaction rate κr generate gr ∼ Poisson(frτ), which is the number of

times reaction r occurs during the time interval [t, t+ τ)

5 Update the state by x(t + τ) = x(t) +
∑

r grSir. A check is necessary here to

make sure reaction rates and population values are not negative.

6 Repeat from step 2 until a given condition is met, for example a particular

specie reaches 0, or desired time is reached.

Require: x(t0)
1: Calculate reaction rate fr(x(t))
2: Select X at specific time points
3: Choose time step τ . This may be fixed
4: For each reaction rate κr generate gr ∼ Poisson(frτ), which is the number of

times reaction r occurs during the time interval [t, t+ τ)
5: Update the state by x(t+ τ) = x(t) +

∑
r grSir. A check is necessary here to

make sure reaction rates and population values are not negative.
6: Repeat from step 2 until a given condition is met, for example a particular

specie reaches 0, or desired time is reached.
Algorithm 1: Tau leaping Algorithm

Determining a good value for τ has been of significant research interest, because

if τ is too small then tau-leaping is essentially the SSA, and if τ is too big the

incurred error can become large. Several methods have been developed to determine

accurate and efficient τ steps [Anderson (2008), Cao et al. (2005), Cao et al. (2006),

Erhard et al. (2008), Gillespie (2001), Hu and Li (2009), Leier et al. (2008), Wu
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et al. (2015)].

2.2 Statistical Inference Methods
2.2.1 Bayesian Inference

One of the main reasons to study biochemical reaction networks is to be able to

make inferences about the parameters and hence future behavior of these systems.

In statistics, we have the frequentist and Bayesian inference paradigms, to help us

achieve this task. Bayesian inference uses Bayes’ theorem to update the probability

of an event as more information becomes available. The discrete version of Bayes

theorem is

P (Hi | X = x) =
P (X = x | Hi)P (Hi)∑n
j=1 P (X = x | Hj)P (Hj)

, (2.30)

where Hi, i = 1 · · ·n is the set of all possible events or hypotheses, and x is the

observed data. P (X = x | Hi) is the probability or density of the data given Hi.

Applying this idea to the continuous case, Bayes theorem becomes

π(θ | X = x) =
f(X | θ)π(θ)∫

Θ
l(X = x | θ′)π(θ′)dθ′

=
f(X | θ)π(θ)

m(X)
, (2.31)

The term π(θ | X = x) is called the posterior distribution and π(θ) is the prior

distribution of θ. The denominator m(X), is referred to as the marginal distribution

and does not depend on θ. A key ingredient for Bayesian inference is the likelihood,

l(θ;x) = f(x | θ), i.e., the data density written as a function of θ. Assume we observed

the system at time t with species concentrations x(t) = (x1(t) · · ·xd(t))>, and that we

have complete information about the sample paths, number of reactions, and their
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timing. Then the likelihood is given as

l(κ;x) =
n∏
i=1

fr(x) exp{−
∫ T

0

f0(x(t))dt}, (2.32)

where f0(x) =
∑R

r=1 fr(x) Boys et al. (2008).

In practice, we typically do not have the ability to observe every single reaction

that takes place at the molecular level over a particular time interval, but often we are

able to observe the system species at particular time points. The problem here is that

there are many possible sample paths that agree with the observed data that must

be marginalized over, making the likelihood for biochemical networks intractable in

most realistic settings. This has led to the development of Bayesian and approximate

inference methods for these systems.

2.3 Bayesian Methods
2.3.1 Inference for stochastic kinetic networks

Bayesian inference has been used [Boys et al. (2008), Choi and Rempala (2011),

Komorowski et al. (2009)] to estimate the reaction rates of biochemical networks, some

of these methods have proven to be computationally less costly than the frequentist

methods.

Boys et al. (2008) proposed using Bayesian inference for discrete stochastic kinetic

models. Due to the fact that we can not observe the entire reaction process of

a system, but can observe the system at specific time points, so their method is

based on discretely observed data x on a regular grid and scale time, so the data are

x = {x(t) = (x1(t), x2(t), · · · , xd(t))> : t = 0, 1, 2, · · · , T}, which can be generalized
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to a non-regular grid. A gamma prior was placed on the parameter κ, which along

with the likelihood described in Equation (2.32), gives the posterior

κr | x ∼ Γ

(
ar + kr, br +

∫ T

0

gr(x(t))dt

)
, (2.33)

where kr is the total number of type r reactions occurring in (0, T ]. The posterior is

simulated using an MCMC scheme with two blocks. First, one simulates the entire

process x(0, T ] conditioned on the parameters κ and the observed data x, and the

second step simulates the parameters given the entire process. The probability law

of the entire latent process x(0, T ] conditioned on the observed data is

π(x | x, κ) =
T−1∏
i=0

π{x(i, i+ 1] | x(i), κ}
π{x(i+ 1) | x(i), κ}

, (2.34)

where x(i, i+ 1] = {x(t) : t ∈ (i, i+ 1]} Equation (2.34) denotes the latent process in

interval i(i = 0, 1, · · ·T − 1) and π{x(i + 1) | x(i)} is the conditional distribution of

the population levels at the end conditioned on those at the start. Using this

factorization, the problem of simulating the entire latent process is avoided by

simulating within each interval instead. Simulating the latent process this way does

have a few drawbacks, namely the times and types of reactions are not known, and

also the total number of reactions that have taken place is unknown as well. To

overcome these problems, the authors considered the reversible jump method Green

and Hastie (2009). The reversible jump proposes some changes to the latent process

by imposing the following constraint, that for a given interval i with kri reactions of

type r, the reaction counts must satisfy the population count at the end of the
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interval. That is kri = si + sri, where sri is minimal number of type r reactions that

must have occurred in the time interval and si is the unknown number of all other

reaction types. Since reversible jump methods can be inefficient in moving around

the state space, the authors proposed a more efficient method, using block updating.

To explain the block updating process, let’s look at the LV model that has three

types of reactions (κ1, κ2, κ3). The block update uses a random walk proposal on

the number of type 1 reactions and the proposes reaction times using Poisson

process approximations to reaction processes. Suppose a new value of κ1 is proposed

for the number of type 1 reactions, this value, together with the population sizes at

the ends of the interval then determines the numbers of type 2 and 3 reactions in

the proposed new interval. Next, they considered scenarios for partially observed

data, partially observed data means for example in the LV model, we only observed

prey data and for some reason predator data is hard to observe. A prior is placed on

the unobserved data. A similar method to the one described above is used, but

rather than updating single intervals of the latent process, the update is done in

pairs.

2.3.2 Inference for stochastic epidemiology networks

Choi and Rempala (2011) proposed a method for inference in stochastic kinetic

networks (SKN) using epidemics data, similar to the method proposed by Boys

et al. (2008). Historically, deterministic ODEs have been used to model such data,

but these are often too simplistic and do not capture the stochastic nature of the

data. Their proposed method handles the situation of partially observed data Xobs.
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Here partially observed data is a result of data collection, where data is collected at

fixed time points (e.g. daily or weekly) with no information in between time points.

Partially observed can also be that some species are not observable or there are

errors in data collection. This problem is addressed by looking at SKN, whose

likelihood function can be derived. Using gamma priors on the parameter

κr ∼ Γ(ar, br), r = 1 · · ·R, with the likelihood given in Equation (2.32) gives a

posterior gamma distribution as Equation (2.33). They sampled from the posterior

distribution of the parameters and the missing observations denoted as

(κ,X | Xobs). Sampling from the posterior is done via the Gibbs sampler using the

uniformization technique given the observed states Hobolth and Stone (2009). This

is done in three steps:

• Sample the number of events (including virtual ones) marginalized over their

nature and timing

• Sample the nature of events in order, marginalized over their exact timing

• Sample the time of events.

They compared their uniformization Gibbs sampler to metropolis-within-Gibbs

sampler. Their method produced similar results to the MH-Gibbs sampler; however,

if longitudinal data from the model are available the uniformization Gibbs sampler

gives better results as it uses no MCMC approximations.
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2.3.3 Linear noise approximation estimation

Komorowski et al. (2009) use the linear noise approximation (LNA) to estimate

reaction network kinetic parameters, where the Gaussian likelihood of the LNA was

derived and exponential and gamma priors were placed on the parameters. The aim

of Komorowski et al. (2009) is to estimate the vector of unknown parameters κ from

a sequence of measurements x. Since it is not usually possible to observe all

molecular components participating in the system, they partitioned xt into yt,

species that are observed and zt, species that are unobserved. Given the Markov

property of the process x, where x is the concentration of molecules; the augmented

likelihood is given by

P (y, z | κ) =
n∏
i=1

p(xti | xti−1
, κ)p(xt0 | κ), (2.35)

where p(xti | xti−1
, κ) are Gaussian densities, p(xt0 | κ) is an initial density assumed

to be normal, and z is a vector of unobserved measurements. Therefore

P (y, z | κ) = Ψ(x | φ(to), · · ·φ(tn),Σ), (2.36)

where Ψ(. | φ(to), · · ·φ(tn), Σ̂) is Gaussian density with mean vector φ(t0), · · ·φ(tn)

and covariance matrix Σ̂, x ≡ (xt0 , · · · ,xtn) , y ≡ (yt0 , · · · ,ytn), and

z ≡ (zt0 , · · · , ztn), and Σ̂ = {Σ̂(i,j)}i,j=0,···n is composed of (n + 1)d × (n + 1)d

submatrices Σ̂(i,j) = Cov(xti , xtj). The covariances are computed using the following
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relations (j ≥ i)

Cov(xt0 , xt0) = Σ0, the initial condition covariance matrix of the distribution,

Cov(xti , xti) = Σi−1 + Φti−1(∆i−1Cov(xti−1
, xti−1

)Φti−1(∆i−1)>,

Cov(xti , xtj+1
) = Cov(xti , xtj)Φtj(∆j)

>,

where Σ−1 = AΣ−1 + Σ−1A
> + BB>(t0), Φti is the fundamental matrix of the non-

autonomous system of ODEs, ∆j = ti − ti−1. Since the marginal distributions are

also Gaussian, it follows that the likelihood function P (y | κ) is obtained from the

augmented likelihood in Equation (2.35)

P (y | κ) = Ψ(y | φ(t0), · · ·φ(tn),Σ), (2.37)

where the covariance matrix Σ = {Σ(i,j)}i,j=0,··· ,n is a sub-matrix of Σ̂ such that

Σ(i,j) = Cov(yti , ytj). MCMC methods were used to estimate the parameters. The

major advantage of this method is the closed form of the likelihood resulting from

the LNA. In contrast to more established diffusion approximation methods, the

computational cost of data augmentation is not necessary, it also allows for straight

forward incorporation of unobserved variables and measurement errors.

2.3.4 Particle Markov chain Monte-Carlo estimation

Golightly and Wilkinson (2011) proposed using particle Markov chain Monte-Carlo

to estimate reaction rates of biochemical networks. The diffusion approximation was

used to approximate the process because of its computational speed and tractability.
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Their proposed methodology was Bayesian under the assumption that X = {Xt | 1 ≤

t ≤ T} is a Markov jump process (MJP), which is not observable, but y = {yt | t =

1, 2, · · · , T} is observable and conditionally independent (given X). The conditional

probability distribution on the observed process is assumed to be

Yt = F>Xt + εt, εt ∼ N(0,Σ). (2.38)

where F is a constant matrix and εt is a Gaussian vector. The posterior distribution

is then proportional to

p(κ, x | y) ∝ p(κ)p(x | κ)
T∏
t=1

p(yt | xt, κ), (2.39)

where p(κ) is the prior density of the κ’s, p(x | κ) is the probability of the unobserved

MJP, and p(yt | xt, κ) is the observation density constructed from Equation (2.38).

Thus, particle MCMC was considered based on sampling from the marginal parameter

posterior

p(κ | y) =

∫
p(κ, x | y)dx,

using the following acceptance probability

p(y | κ∗)p(κ∗)
p(y | κ)p(κ)

× q(c | κ∗)
q(κ∗ | κ)

,

where κ∗ is a proposed value sampled from a proposal distribution q(κ∗ | κ) The

limitation of this method is that it is very computationally intensive.
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2.3.5 Estimates using the diffusion approximation

Golightly and Wilkinson (2005) used the diffusion approximation, also known as the

chemical Langevin equation (CLE), to estimate biochemical network parameters.

They did this by using the Euler approximation which introduces m − 1 missing

variables, this was dealt with by dividing the time intervals into mT + 1 equidistant

points. A metropolis-within-Gibbs sampler was used to simulate from the joint

posterior distribution. Although stochastic differential equations (SDE) are often

not adequate for simulation, they showed it can sometimes be satisfactory in the

context of Bayesian inference.

2.3.6 Synthetic likelihood

Linder and Rempala (2018) proposed using a synthetic likelihood based on the

statistic

β̂j = argmin
β

∑
tij

‖ x(tij)− cβ(tij) ‖2
2 (2.40)

where x(tij) =
Xj(tij)

Ω
is the concentration, cβ is the ODE solution, and β is a linear

combination of reaction rates which can be written as β = Qκ where Q is a matrix.

Synthetic likelihoods are approximations to exact likelihoods that are intractable. It

can be shown that β̂j is asymptotically Gaussian i.e.
√
n(β̂−Qκ)→ N(0,Σ). So the

synthetic likelihood for the jth trajectory is

SLj(κ,Σ | β̂j) = f(β̂j | Qκ,Σ) = (2π)−
d
2 | Σ

Ω
|−

1
2 exp

{
−1

2
(Qκ− β̂j)T

(
Σ

Ω

)−1

(Qκ− β̂j)

}
,
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where Σ is the corresponding limiting covariance matrix. A product of point mass

mixtures prior was used on κ and a Wishart prior on Σ.

π1(κ | λ) =
∏
r

((1− ωr)I0(κr) + ωrλrexp{−λrκr}IR+(κr)),

π2(Σ | Ψ) =
| Ψ | ν2 | Σ |

(ν−d−1)
2 exp{−1

2
trΨ−1Σ}

2
νd
d Γd(

ν
2
)

.

The Gaussian form of the synthetic likelihood leads to a highly efficient MCMC

routine based on a metropolis-within-Gibbs algorithm. Further, the point mass

mixture prior allows for learning the underlying network structure by zeroing out

some of the parameters.

2.4 Algebraic Statistical Method

Different chemical reaction networks may give rise to exactly the same reaction rate

equations [Crampin et al. (2004), Karnaukhov et al. (2007)]. This scenario happens

when the different networks produce the same mass-action differential equations for

some parameter choices. The algebraic statistical method developed by Craciun et al.

(2009) deals with this phenomenon by relying on the geometry of the network, relative

to the data distribution, in order to find the most likely set of reactions. Using

maximum likelihood approach. Consider d species and R possible reactions with

reaction vectors κ = {κ1, · · ·κR} ⊂ Rd among the species. Let Rd denote the

collection of all
(
R
d

)
positive cones spanned by subsets of R reactions in κ, and S be

the partition of cone(κ) obtained by all possible intersections of non-degenerate cones
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Rd. Suppose S contains n full-dimensional regions S1, · · · , Sn; the building blocks

and n is the number of building blocks. Let ∆R−1 be a probability simplex in RR

and let κ ∈ ∆R−1 be a vector of probabilities associated with the reactions that give

rise to κ. They assumed that these R reactions have the same source complex. The

polynomial map g : ∆R−1 → Rn where

gi(κ) =
∑

c=cone(Rσ(1)···Rσ(d))∈Rd

V ol(C ∩ Si)
V ol(C)

κσ(1) · · ·κσ(d),

for i = 1 · · ·n

V ol(C ∩ Si)
V ol(C)

= 0 if V ol(C) = 0.

S(κ) and p(κ) are defined as

S(κ) =
∑

σ κσ(1) · · ·κσ(d) and

p(κ) = (p1(κ) · · · pn(κ)) =

(
g1(κ)

S(κ)
· · · gn(κ)

S(κ)

)
(2.41)

P ∈ Rn is the statistical model for the data, after substituting κr = 1−
∑R−1

j=1 κj. The

coordinate pi of the map p in Equation (2.41) is the conditional probability that the

data points is observed in Si given that it was generated by a d-tuple of reactions. Let

µi denote the number of data points in Si. The log-likelihood function corresponding

to a given data allocation is l(κ) =
∑n

i=1 µi log pi(κ). The inference problem is to

find κ̂ = argmaxκ(κ) subject to
∑R

i=1 κi = 1 and κi ≥ 0. An advantage of this

method is its ability to identify reaction rates in confounding settings, as it relies

on the geometry of the network relative to data distribution. It takes advantage of

the algebraic and geometric representation of the network rather than the observed
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experimental values of network species. One major limitation of the algebraic method

is what is known as the single source requirement, that is the reactants have to be

the same for each reaction. Example of a single source network,

A+B → 2A

A+B → A+ 2B

A+B → 2A+B

R1 : 2A

R3 : 2A+B

R2 : A+ 2B

A+B

Figure 2.3: Example of a single source network

In the network above we see that the left hand side, the reactants is the same.

An example of a network that is not single source is
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A+B → 2A

A+ C → A+ 2B

A+B + 2C → 2C +D

A+B → 2A+ C

A+ C → 2B

A+B → 2A A+ C → 2B A+B + 2C → 2C +D

A+B → 2A+ C A+ C → A+ 2B.

In the example above the network is known as multiple source, this is typically what

we have in practice and not the single source model. But this limitation can be

overcome by breaking the network into multiple non-intersecting single source

reactions. Other limitations of this method are, it performs poorly if there are large

measurement errors. It performs very well in identifying the true reaction rates

when the total number of true reactions R is equal to the number of species d.

2.4.1 Algebraic Statistical Inference

Linder and Rempala (2013) using the idea of algebraic statistical model, proposed

an empirical Bayes method of estimating the true positive reaction rates. They

placed a mixture prior distribution on the reaction rates κR. The major result of the

method is sparsitency, which means that the procedure picks up the correct sparsity

pattern of the underlying parameters. The method picks the true reaction network

asymptotically, by setting the superfluous reactions to zero. The following

assumptions were made, at least part of the network stoichiometry is known, the

reaction rate laws are changing according to a prescribed rule which is identifiable
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from the available data, and the observed concentration estimates are at least

asymptotically unbiased. This method has similar limitations as the ASM method

described above, but was the first investigation of the statistical properties of the

methodology.

2.5 Frequentist Methods
2.5.1 Maximum likelihood inference for nonlinear dynamic

systems

Ionides et al. (2006) proposed making inference on nonlinear dynamical systems using

the maximum likelihood via iterated filtering. The likelihood is given by

f(y1:T | κ) =
T∏
i=1

f(yt | y1:t−1,κ),

where y is the observed values of the species at discrete time points. The problem

is to find the likelihood as a function of κ. To do this the authors replaced the

time-constant parameter κ with time varying process κt, specifically a random walk

process. The method depends only on the mean and variance of the random walk

E[κt | κt−1] = κt−1 V ar(κt | κt−1) = σ2Σ,

E[κ0] = κ V ar(κ0) = σ2c2Σ,

where σ and c are scalar quantities. The parameter κ is estimated by taking limits

as σ → 0, the method depends on being able to calculate the following via filtering

50



method

κ̂t = κ̂(κ, σ) = E[κt | y1:t]

Vt = Vt(κ, σ) = var(κt | y1:t−1)

The algorithm to implement the method is given below

• Select starting values κ̂(1), a discount factor 0 < α < 1, an initial variance

number multiplier c2, and the number of iterations N.

• For n in 1, · · · , N

(i) Set σn = αn−1. For t = 1, · · · , T , evaluate
ˆ
κ

(n)
t = κ̂t(

ˆκ(n), σ) and Vt,n =

Vt(κ̂
(n), σn).

(ii) Set κ̂(n+1) = κ̂(n) + V1,n

∑T
i=1 V

−1
t,n (κ̂

(n)
t − κ̂

(n)
t−1, where κ̂

(n)
0 = κ̂(n).

• Take κ̂(N+1) to be a maximum likelihood estimate of the parameter for the fixed

parameter model.

2.5.2 Linear Noise Approximation Estimates

Fearnhead et al. (2014) proposed a frequentist method of making inference using the

LNA. A fully observed system was first considered approximated with the likelihood

L̂LNA(κ) =
d∏
i=1

π̂LNA(xi | xi−1, κ), (2.42)

51



which is a product of normal densities. The LNA likelihood for partially observed

data is given as

L̂LNA(κ) = π(y0 | κ)
n∏
i=1

π̂LNA(yi | y0:i−1, κ), (2.43)

where the conditional distribution of the true process is

Yi | xi ∝ N(P (κ)xi, V (κ)),

and P (κ) is a matrix that removes certain components of xi. The method proposed

recomputing the LNA for each time interval as opposed to calculating it once and

using that across different time intervals. For some models the ODE solution can

become poor over long time periods, so that calculating the LNA for each time period

helps avoid this problem.

2.5.3 Least-squares method

Rempala (2012) introduced least-squares estimation (LSE) to estimate the reaction

rates of biochemical networks. This is done by treating the chemical system as a

continuous time Markov chain. The evolution time equation of the system is

X(t) = X(0) +
∑
r

Yr

(∫ t

0

fr (X(s)) ds)

)
(η′r − ηr), (2.44)

where Yr are independent unit-rate Poisson processes that count the occurrences of

reaction events. Using the concentration of the species x, the propensity function fr
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in large volume limit is approximately

fΩ
r (x) = Ωκr

∏
xηiri (2.45)

So we can write the density dependent Markov jump process (DDMJP) in Equation

(2.44) as

x(t) = Ω−1X(t) ≈ x(0) +
∑
r

∫ t

0

κr
∏
i

x(s)ηiri (η′r − ηr)ds (2.46)

The LSE is the solution to the following optimization problem

κ̂ = argmin
κ

∑
i

| x(ti)− cκ(ti) |2, (2.47)

where cκ(ti) is the ODE solution. Large volume consistency and a central limit

theorem (CLT) of the LSE were proven. To prove the consistency result, the author

assumed that the parameters are identifiable, and that by the strong law of large

numbers (SLLN) for the DDMJP and with rate function given in Equation (2.45), as

Ω → ∞, then with probability one
∑

i | x(ti) − cκ(ti) |→ 0. The CLT shows weak

convergence to the multivariate normal distribution MVN(0, Σκ0), having this results

enables one to make inference about the parameter estimates. These results provide

asymptotic variance-covariance structure of the LSE, that allows for the calculation

of error bounds around the estimated curves. The LSE did not perform well in small

volumes, but as volume increases the estimates of the LSE converges to the ODE.
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2.5.4 Penalized least-squares method

Linder and Rempa la (2015) proposed a penalized LSE method and bootstrapping

to estimate biochemical reaction rates. The penalized LSE is the solution to the

following optimization problem

κ̂Ω = argmin
κ

∑
i

| xΩ(ti)− cκ(ti) |2 +2γΩh(κ), (2.48)

where cκ(ti) is the ODE solution, γΩ ≥ 0, h is a penalty function and Θ is an open set

in RR containing κ0. The strong law of large numbers (SLLN) for the DDMJP was

proven, which shows that the sub-derivatives of the penalty function h are bounded

and γΩ → 0 as Ω→∞, and also κ̂Ω → κ0 as Ω→∞. For the bootstrapping process,

simulations from approximations to the concentration process x =
X(t)

Ω
were done to

approximate the penalized LSE distribution. First, the authors used the Itô diffusion

process

DΩ(t) = DΩ(0) +
∑
r

1√
Ω

∫ t

0

√
λr(DΩ(s))dBr(s)(η

′
r − ηr) +

∫ t

0

F (DΩ(s))ds,

where Br(t) are independent standard Brownian motions and

F (x) =
∑

r fr(x)(η′r − ηr) is the drift function.

Simulations was also done using the linear noise approximation (LNA) which is

numerically simpler than the diffusion approximation Recall that the LNA itô

diffusion equation is

dξ(t) = A(t)ξdt+B(t)dW.
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it gives better numerical stability due to the decoupling of the deterministic and

stochastic components. The penalized LSE remain consistent in large volume and

under vanishing penalty, and they perform better than the LSE in small-volume

settings. The bootstrap method provide a way to estimate the covariance structure

of the LSE and the results are consistent in the large-volume limit.

55



3 Methodology

3.1 Generalized Estimating Equations (GEE)

GEEs were first developed by Liang and Zeger (1986) as a method of estimating

regression model parameters with correlated data. GEEs are commonly used for

modeling longitudinal data, as they can incorporate subjects covariates more easily

compared to other methods. GEEs are typically used to estimate the parameters of

a generalized linear model with a possibly unknown correlation between outcomes,

and perform parameter estimation using moment assumptions. Importantly, GEEs

do not require the correct specification of the correlation structure. They have

several advantages, computationally simple relative to MLE counterparts, no

distributional assumptions are required, and estimates are consistent even if the

correlation structure is misspecified (assuming the model for the mean is correctly

specified). Disadvantages are that likelihood-based methods are not available for

statistical inference and it cannot be used for model selection, like likelihood based

approaches.

For example assume n panels, which are longitudinal data having measurements

over time. ni correlated observations in panel i; vector x of covariates. The
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exponential family, for observation t in panel i has the form

exp

{
yitκit − b(κit)

a(φ)
+ c(yit, φ)

}
. (3.1)

GEEs can be used for parameter estimation in this model by including the time effect

in the estimating equations and solving

Ψ(κ) =

{
n∑
i=1

x>jiDiag

(
∂µ

∂η

)
[V (µi)]

−1

(
yi − µi
a(φ)

)}
= 0, (3.2)

with

V (µi) = (Diag(V (µit)))
1
2R(α)(Diag(V (µit)))

1
2 ,

being an ni × ni matrix. Here R(α) is the correlation matrix within time points,

estimated through the parameter α. The choice of R(α) can be independent,

exchangeable, auto-regressive, or free specification.

GEEs are used for estimating the average response over the population

(“population-averaged” effects), and since they do not require specifying the

likelihood are extremely useful for inference when likelihoods are unknown or

complicated to specify. This is a primary motivation for our investigation of

GEE-like methods for reaction networks.

3.1.1 Proposed Methodology

We propose estimating the reaction rates using ideas similar to GEEs, where the

variance term is calculated using the variance of the LNA described in the previous
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chapter. This is crucial, since the covariance of the LNA given above is in closed form

and can be calculated numerically. Recall the LNA Equation (2.20) from chapter 2

d
∏

(ξ, t)

dt
= −

d∑
i,j=1

[A]ij
∂

∂ξi
ξj
∏

(ξ, t) +
1

2

d∑
i,j=1

[BBT ]ij
∂2
∏

(ξ, t)

∂ξi∂ξj
, (3.3)

where

fi = fi(φ, t), [A]ij =
R∑
r=1

Sir
∂fr
∂φj

, B = S
√
diag(f(φ, t), and [BBT ]ij =

R∑
r=1

SirSjrfr.

(3.4)

The related Itô diffusion has the form

dξ(t) = A(t)ξdt+B(t)dW, (3.5)

which is a stochastic differential equation (SDE). Consider the quadratic form given

below

GΩ(κ) =
T∑
j=1

(x(tj)− cκ(tj))> V −1
tj

(x(tj)− cκ(tj)) . (3.6)

Differentiating with respect to κ gives the proposed GEE model

GΩ(κ) =
T∑
j=1

∂cκ

∂κ
V −1
tj

(x(tj)− cκ(tj)) , (3.7)

where V −1
tj is the process variance at time tj, x(tj) =

X(tj)

Ω
is the species concentration

and cκ(tj) is the ODE solution at time tj, respectively. Recall the covariance matrix
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of the linear noise approximation (LNA) is given by Equation (2.23)

dΣt

dt
= AtΣt + ΣtA

>
t + BtB

>
t (3.8)

3.2 Estimating functions

Now we give a brief description of estimating equations. Estimating functions are

used for finding estimators and studying their properties. The estimating function

approach has been very useful for discretely sampled diffusion-type models, where the

likelihood function is usually not explicitly known. Consider a diffusion model given

by the stochastic differential equation

dX(t) = A(X(t);κ)dt+B(X(t);κ)dW, (3.9)

where W is a d-dimensional Wiener process, κ is the parameter to be estimated and

A( ; ) and B( ; ) are the drift and diffusion coefficients respectively. For any twice

differentiable function h, an estimating function is defined as

G(κ) =
n∑
i=1

(A(Xi;κ)h′(Xi) +
1

2
B(Xi;κ)h′′(Xi), (3.10)

where Xi are observations from the diffusion process in Equation (3.9) measured at

time points ti. Bibby and Sørensen (1995) introduced estimating function of the form

G(κ) =
n∑
i=1

∂κA(Xi−1;κ)

B(Xi−1;κ)
[Xi − Eκ(Xi | Xi−1)], (3.11)
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which is an approximation to the optimal estimating function, which will be

discussed in greater detail in the next section. One disadvantage of this form is that

in most cases an explicit expression for F (x, κ) is not available and so must be

calculated numerically.

For example, lets consider the following one dimensional stochastic differential

equation

dXt = −κ tan(Xt)dt+ dWt, (3.12)

where κ > 0 and W is a one-dimensional Wiener process. Kessler et al. (1999)

proposed the following estimating function for this process.

GΩ(κ) =
t∑
i=1

sin(Xti−1
)
[
sin(Xti − e−(κ+1/2)∆sin(Xti−1

)
]
, (3.13)

where ∆i = ti − ti−1. This can be shown to be a martingale, when κ0 is the true

parameter. For such martingale estimating functions, asymptotic properties of the

estimator can be studied as Ω→∞ using martingale limit theory.

3.2.1 Martingale estimating functions (MEF)

Consider the diffusion process in Equation (3.9), where W is a d-dimensional Wiener

process, and B( ; ) is a d × d matrix . Equation (3.9) is assumed to have a weak

solution, and the coefficients A and B are assumed to be smooth enough so that for

every κ in the parameter space, the uniqueness of the law of the solution, is denoted

by Pκ. Consider estimating functions of this form

GΩ(κ) =
Ω∑
i=1

g(∆i, Xti−1, Xti , κ), (3.14)
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where g is p-dimensional function that satisfies

∫
d

g(∆, x, y;κ)p(∆, x, y;κ)dy = 0, (3.15)

for all κ, ∆ > 0, and x ∈ d, where p(∆, x, y;κ) is the transition distribution density,

i.e. the density of X∆ given X0 = x. By Markov property, the stochastic process

GΩ(κ) is a Martingale with respect to FΩ under Pκ.

Consider a Martingale estimating function of the form

GΩ(κ) =
Ω∑
i=1

A(X(i−1)∆;κ)

B(X(i−1)∆;κ)
{Xi∆ − F (X(i−1)∆;κ)}, (3.16)

where A(X(i−1)∆;κ) is the drift, B(X(i−1)∆;κ) is the diffusion matrix, and F (x;κ) =

Eκ(X | X0 = x) Bibby and Sørensen (1995), this equation looks similar to (3.7).

Equation (3.16) can be in the form of Equation (3.14) as

GΩ(κ) =
Ω∑
i=1

gi−1(κ){Xi∆ − F (X(i−1)∆;κ)} (3.17)

where gi−1 is Fi−1 measurable and continuously differentiable with respect to κ. Then

Equation (3.17) is optimal if

∑Ω
i=1 gi−1(κ)g∗i−1(κ)φ(X(i−1)∆;κ)

−
∑Ω

i=1 gi−1(κ)Ḟ (X(i−1)∆;κ)
=

∑Ω
i=1 g

∗
i−1(κ)2φ(X(i−1)∆;κ)

−
∑Ω

i=1 gi−1(κ)Ḟ (X(i−1)∆;κ)
(3.18)

if and only if g∗i−1(κ) = α(κ)Ḟ (X(i−1)∆;κ)/φ(X(i−1)∆;κ), where α(κ) is a non-random

function of κ and φ(X(i−1)∆;κ) = Eκ{(Xi∆ − F (X(i−1)∆;κ))2 | X(i−1)∆} . Then the
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optimal estimating function, is giving the smallest asymptotic confidence interval

around κ and yielding an estimator with the smallest asymptotic dispersion. So the

optimal estimating function for Equation (3.17) is

G∗Ω(κ) =
Ω∑
i=1

Ḟ (X(i−1)∆;κ)

φ(X(i−1)∆;κ)
{Xi∆ − F (X(i−1)∆;κ)}. (3.19)

Definition:Weak solution of stochastic processes

A stochastic process (Xt,Ft) on some probability space (ω,F ,P) is called a weak

solution with initial distribution µ if there exists a Brownian motion (Bt)t ≥ 0 on

(ω,F ,P) such that (Ft)t ≥ 0 is an admissible filtration, P(X0 ∈ .) = µ(.) and

Xt −X0 =

∫ t

0

B(s,Xs)dBs +

∫ t

0

A(s,Xs)ds

holds almost surely for all t ≥ 0.

3.3 Density dependent Markov jump processes

(DDMJP)

Density dependent Markov jump processes (DDMJP) are widely used in various field.,

They were first used in population dynamics and currently they are in wide use in

the field of biochemical reaction networks. Tom Kurtz established seminal results

on the relationships between stochastic and deterministic models and the asymptotic

analysis in DDMJPs [Kurtz (1970),Kurtz (1972)]. For the proposed methodology

we will consider observed data arising from realizations of DDMJPs since they are

usually considered the best representation of stochastic networks.
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Definition 3.1. A continuous time Markov chain family {X(Ω)(t)} indexed by Ω and

with state space in Zd is called density dependent if its transition rates can be written

as

q
(Ω)
x,x+η′r−ηr = Ωfr

(
X

Ω

)
,

where fr is a non-negative continuous function, in our setup we will use the propensity

function given in Equation (1.9) and qx,x+η′r−ηr is the jump intensities, and transition

probabilities given as

P (XΩ(t+ h) = x+ η′r − ηr | XΩ(t) = x) = hΩfr(Ω
−1X) + o(h)

P (XΩ(t+ h) = x | XΩ(t) = x) = 1− hΩ
∑
r

fr(Ω
−1X) + o(h)

It is assumed that the process has only a finite number of possible transitions, i.e.

there are only finitely many vectors η′r − ηr ∈ Zd for which supx fr(x) > 0 and that

these rates are continuous functions. The sample paths of this density dependent

family can be written as

X(t) = X(0) +
∑
r

Yr

(∫ t

0

fr (X(s)) ds)

)
(η′r − ηr), (3.20)

where Yr are independent unit-rate Poisson processes that count the occurrences of

reaction events. This representation was given by Tom Kurtz Kurtz (1976). As Ω

gets larger, and concentrations remain constant, the fluctuations in the jumps of the

stochastic process become smaller, such that they can be approximated by continuous

functions.
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Our main results are two theorems regarding the generalized estimating equation

under the assumption that the observed data arises from a density dependent Markov

jump process. We begin by writing the propensity function in terms of the species

concentration instead of the molecule count, which is crucial for the asymptotic theory

of stochastic biochemical networks to DDMJP. Rewriting the propensity function in

terms of the concentration we have

fr = Ωκr
∏
i

xηiri , (3.21)

and thus Equation (3.20) becomes

c(t) = x(0) +
∑
r

∫ t

0

κr
∏
i

(x(s)ηiri ))(η′r − ηr)ds (3.22)

which is the classical deterministic law of mass action in large volume limit or

equivalently

c(t) =
∑
r

κr
∏
i

x(t)ηiri (η′r − ηr). (3.23)

Before we can prove the theorems for our method we need the results of the following

theorems

Theorem 3.2 (SLLN for DDMJP). Let lim
Ω→∞

x(0) = c0 and suppose that for any

compact K ∈ Rd there exists a constant MK such that | F (z)−F (y) |≤MK | z− y |

, ∀z, y ∈ K. Then

lim
Ω→∞

sup
s≤t
| x(s)− c(s) |= 0 a.s.,
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where c(t) is the deterministic solution to the integral equation, and a.s. = almost

surely,

c(t) = c0(t) +

∫ t

0

F (c(s))ds.

So the jump Markov vector process x, for large population Ω is approximately equal

to the deterministic solution c(t).

Theorem 3.3 (CLT for DDMJP). Suppose ∂F is continuous and lim
Ω→∞

VΩ = v0 is

non-random. Then, VΩ =
√

Ω(x(t)− c(t))⇒ V , where the process V is given by

V (t) = v0 +
∑
r

Br

(∫ t

0

fr(c(s))ds

)
(η′r − ηr) +

∫ t

0

∂F (c(s))V (s)ds, (3.24)

where Br is the Brownian motion, and ⇒ denotes the usual weak convergence of

random vectors. The process V is a Gaussian vector with covariance

Cov(V (t), V (r)) =

∫ r∧t

0

Φ(t, s)G(c(s))Φ(r, s)>ds, (3.25)

where Φ ∈ Rd×d satisfies

∂

∂s
Φ(t, s) = Φ(t, s)∂F (c(s)) Φ(s, s) = I

and G(x) =
∑

k(η
′
k − η)(η′k − η)>fr(x).

The proofs of these theorems can be found in Kurtz et al. (1978).
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3.3.1 Consistency of the Generalized Estimating Equations

Theorem 3.4 (Consistency). Let ∂rc
κ denote the derivative of cκ ∈ Rd

≥0 with respect

to the rth coordinate of κ ∈ RR
+ and set ∂cκ = [∂rc

κ
j ] ∈ Rr×d. Assume that ||∂cκ|| <∞

and that the SLLN for the DDMJP holds. The GEE has to satisfy

∑
j

∂cκ(tj)V
−1
tj

(x(tj)− cκ(tj)) = 0 (3.26)

If

∀κ1, κ2 ∈ κ cκ1(tj) = cκ2(tj) implies κ1 = κ2 (3.27)

for some ε > 0,

∃r
∑
j

∂rc
κ(tj)V

−1
tj

(
cκ(tj)− cκ

0

(tj)
)
6= 0 for κ 6= κ0, || κ− κ0 ||2< ε. (3.28)

That is under non-degeneracy, then the GEE estimator is a strongly consistent

estimate, that is κ̂→ κ0.

Proof. : Let x(tj) come from a density dependent Markov jump process (DDMJP)

and assume that κ0 is the true parameter, and it is identifiable. Then Equation (3.26)

can be written as

∑
j

∂cκ(tj)V
−1
tj

(x(tj)− cκ
0

(tj)) =
∑
j

∂cκ(tj)V
−1
tj

(cκ(tj)− cκ
0

(tj)) (3.29)
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Since the LHS goes to zero as Ω → ∞ by (3.2), we have

∑
j

∂cκ(tj)V
−1
tj

(cκ(tj)− cκ
0

(tj)) = 0. (3.30)

For any non-singular matrix Vtj , the solution κ̂ has to satisfy

T∑
j=1

∂cκ

∂κ
V −1
tj

(
x(tj)− cκ̂(tj)

)
= 0,

where x(tj) and cκ̂(tj) ∈ R, are concentrations of the d species and GEE solution

at time tj respectively. Adding and subtracting the ODE solution (cκ
0
(tj)) from the

derivative gives

T∑
j=1

∂

∂κ
V −1
tj

(
x(tj)− cκ

0

(tj) + cκ
0

(tj)− cκ̂(tj)
)

= 0,

T∑
j=1

∂cκ̂

∂κ
V −1
tj

(
x(tj)− cκ

0

(tj)
)

=
T∑
j=1

∂cκ̂

∂κ
V −1
tj

(
cκ̂(tj)− cκ

0

(tj)
)
. (3.31)

Under the assumption of identifiability given in Equations (3.27) and (3.28) and SLLN

for DDMJP the L.H.S converges almost surely to 0. Therefore, we have

lim
Ω→∞

T∑
j=1

∂cκ̂

∂κ
V −1
tj

(
cκ̂(tj)− cκ

0

(tj)
)

= 0

⇒ cκ̂(tj) = cκ
0

(tj)

⇒ lim
Ω→∞

κ̂ = κ0
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3.3.2 Central Limit Theorem

Theorem 3.5 (Central limit theorem). Assume that all of the assumptions of

Theorem (3.4) hold and also that Vtj is invertible. Further assume the central limit

theorem (CLT) hypotheses for DDMJP holds as in Theorem (3.3). Then for any

s ∈ RR,

| P (
√

Ω(sT κ̂− sTκ0) ≤ x)− P (sTZΩ ≤ x) |→ 0 as Ω→∞,

where ZΩ ∼MVN(0,Σκ̂), and Σκ̂ is given by

Σκ̂ = Var

(∑
j

(AjZj)

)
=

∑
j

AjVar(Zj)A
>
j +

∑
j 6=i

AjCov(Zj, Zi)A
>
i +

∑
j 6=i

AjCov(Zj, Zi)
>A>i ,

(3.32)

where Aj = B−1
κ̂ ∂cκ̂V −1

tj and Cov(Zj, Zi) is the covariance between the Gaussian

vectors Zi = V (ti) and Zj = V (tj), as described by Equation (3.25).
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Proof. Under the assumption that the covariance matrix Vtj is invertible, and

expanding the RHS of (3.31) about κ0, we have

T∑
j=1

∂cκ̂V −1
tj

(
cκ̂(tj)− cκ

0

(tj)
)

=
T∑
j=1

∂cκ̂V −1
tj

(
cκ

0

(tj)− cκ
0

(tj)
)

+
T∑
j=1

∂cκ̂V −1
tj

[∂cκ
0

]>
(
κ̂− κ0

)
+O(|| κ̂− κ ||2)

(
κ̂− κ0

)
=

T∑
j=1

[∂cκ̂]V −1
tj

[∂cκ̂]>
(
κ̂− κ0

)
+O(|| κ̂− κ ||2)

(
κ̂− κ0

)
=

T∑
j=1

[∂cκ̂]V −1
tj

[∂cκ̂]>
(
κ̂− κ0

)
+O(|| κ̂− κ ||2)]

(
κ̂− κ0

)
,

(3.33)

where O(|| κ̂ − κ ||2)] (κ̂− κ0) means we are zeroing the terms from orders two and

higher. Let
∑T

j=1 ∂c
κ̂V −1

tj [∂cκ
0
]> = Bκ̂, then

Bκ̂

(
κ̂− κ0

)
=

T∑
j=1

∂cκ̂V −1
tj

(
x(tj)− cκ

0

(tj)
)

⇒
(
κ̂− κ0

)
=

T∑
j=1

B−1
κ̂ ∂cκ̂V −1

tj

(
x(tj)− cκ

0

(tj)
)
. (3.34)

Scaling by
√

Ω gives

√
Ω(κ̂− κ0) = B−1

κ̂

T∑
j=1

∂cκ̂V −1
tj

√
Ω
(
x(tj)− cκ

0

(tj)
)
. (3.35)

From the CLT theorem of DDMJP,
√

Ω(x(tj) − cκ
0
(tj)) converges weakly to the

d-variate normal with mean 0 and covariance Σκ̂. Therefore

√
Ω(κ̂− κ0)⇒MVN(0,Σκ̂).
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Note, that in the above theorems we assumed that the data comes from a single

trajectory of the DDMJP, however the results can be extended to multiple trajectories

of the jump process. We also assumed that the covariance matrix has to be invertible.

This is not always true in practice, but we are able to fix this by using model reduction.

This is the done in the gene network and enzyme kinetic simulation study in the next

chapter. The algorithm for the proposed method based on theorems (3.4) and (3.5)

is as follows.

Require: κi, Ω, η, η′

1: Generate X using the Gillespie SSA method
2: Select X at specific time points
3: Compute the ODE mean at this time points (3.4)
4: Calculate the covariance matrix using the LNA at these time points

dΣt
dt

= AtΣt + ΣtA
>
t + BtB

>
t (2.23)

Ensure: that the covariance matrix is invertible
5: Compute κ̂ using the GEE GΩ(κ) =

∑T
j=1

∂cκ

∂κ
V −1
tj (x(tj)− cκ(tj))

6: optimize the GEE function
7: while κ̂GEE − κ̂ ≥ 0.01 do
8: set κ̂GEE = κ̂
9: Repeat steps 3 to 6

10: end while
11: print κ̂GEE

Algorithm 2: Generalized Estimating Equation
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4 Simulation

In this chapter we perform a simulation study to compare the methods described in

the previous chapter with the proposed methodology. Specifically, we investigate

two implementations of our proposed method. For both of these we initialize the

parameter values using the LSE estimates. For the first implementation, we begin

with the initial LSE estimate, which is used to compute the time-point specific

covariance matrices in the GEE, followed by solving the GEE, whose solution is

then used to recompute the covariance matrix and update by solving the GEE

solution. Hence, this implementation iteratively updates the estimates by refining

the covariance matrix at every iteration using the previous iterations solution, which

is then plugged in to the GEE and solved. We call this implementation IGEE. For

the second implementation, we again initialize the parameters with the LSE

estimate; however this time we compute the covariance matrix only once, and using

these estimates we compute the covariance of the process and solve the GEE once.

We denote this implementation as IGEE1, to indicate that only one iteration is

carried out. We calculated the coverage probabilities using the bootstrap method

described in [Linder and Rempa la (2015)]. Data is simulated using the Gillespie

algorithm for three different network models: the Lotka-Volterra model, a gene

auto-regulatory network, and an enzyme kinetics model. We generated 1,000 data
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sets from each of these three examples using three different volume sizes, and we

collect the data from these trajectories at 10 equally distant time points. We then

fit our method and the LSE and particle Markov chain Monte-Carlo (PMCMC) to

these data to estimate the parameters. For the PMCMC we obtained 1,000 MCMC

samples using the Gillespie algorithm to generate particles, and we report posterior

means as the point estimates for this method. The simulations are performed using

parallel computing. The IGEE simulations were carried out on a system with 21

cores and processor speed of 3.2GHZ, while those for IGEE1, LSE and PMCMC

were carried out a system with 20 cores and processor speed of 2.8GHZ. The time

reported in the tables is how long it took to complete a 1,000 iteration in parallel.

First we will consider the Lotka-Volterra model.

Example 4.1. Recall the Lotka-Voltera model with two species, rabbit (RR) and fox

(FF), and corresponding reaction network given below,

RR
κ1−→ 2RR,

RR + FF
κ2−→ 2FF,

FF
κ3−→ ∅ The stoichiometric coefficients for the LV model are

η =

R1 R2 R3
RR 1 1 0

FF 0 1 1

, η′ =

R1 R2 R3
RR 2 0 0

FF 0 2 0

(4.1)
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Accordingly, the stoichiometric matrix S = η′ − η is

S =

R1 R2 R3
RR 1 −1 0

FF 0 1 −1

, (4.2)

g(x) = (κ1x1, κ2x1x2, κ3x2)T .

where x1 and x2 are number of rabbits and foxes respectively. The rate equations are

d

dt
x1 = κ1x1 − κ2x1x2,

d

dt
x2 = κ2x1x2 − κ3x2. (4.3)

We generate trajectories from the stochastic LV process using the Gillespie SSA

and collect the observed data at 10 evenly spaced time points in the interval (0.1,1)

using three different volume sizes Ω = 1,10,100. The parameter values are set to

κ1 = 1, κ2 = 0.2, and, κ3 = 0.5, with initial values given as X1 = 10 and X2 = 10

at Ω = 1, X1 = 100 and X2 = 100 at Ω = 10, and X1 = 1000 and X2 = 1000 at

Ω = 100, so that the initial concentrations are all x1 = 10 and x2 = 10 under each

scenario. For the particle MCMC method which we will label as (PMC)in the tables

we used 100 particles, and a standard deviation of 10 for the measurement error was

chosen to construct the likelihood. The average of the parameter estimates over the

1,000 iterations for each method, along with coverage probabilities in parenthesis, are

reported,
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Ω = 1 Ω = 10

Method IGEE IGEE1 LSE PMC IGEE IGEE1 LSE PMC

Hrs 0.01 0.02 0.01 0.84 0.07 0.05 0.02 1.25

κ1=1 1.2 (0.94) 1.3 (0.96) 1.82 0.92 1 (0.94) 1.1(0.96) 1.02 1.02

κ2=0.2 0.2 (0.95) 0.2 (0.97) 0.27 0.32 0.2 (0.94) 0.21(0.97) 0.2 0.2

κ3=0.5 0.6 (0.95) 0.6 (0.98) 0.96 0.68 0.5 (0.95) 0.52 (0.98) 0.5 0.5

Table 4.1: LV model estimates for IGEE, IGEE1, LSE and PMCMC at Ω = 1
and Ω = 10.

Ω = 100

Method IGEE IGEE1 LSE PMC

Hrs 0.08 0.05 0.02 2.15

κ1=1 1.01 (0.95) 1.02 (0.95) 0.99 1

κ2=0.2 0.2 (0.98) 0.20 (0.98) 0.2 0.3

κ3=0.5 0.51 (0.94) 0.51 (0.95) 0.5 0.55

Table 4.2: LV model estimates for IGEE, IGEE1, LSE and PMCMC at Ω = 100.

The results in Tables (4.1) and (4.2) indicate that the proposed methodology works

reasonably well for a range of volumes in the LV system. For instance, we see that

already at a volume of Ω = 1, the IGEE estimates are close and have empirical

coverage probability close to the nominal level, which implies at least in this case

that the consistency and asymptotic normality of the estimates is generally good

even at this small volume. Further, the proposed IGEE method appears to be less

biased than the LSE and PMCMC at this volume size. As the volume increases,
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the estimates for IGEE and LSE methods tend toward the truth, while for Ω = 100

the PMCMC estimate for κ2 still deviates a bit from the truth. To compare the

computation speed we report how long it takes to compute a single iteration for each

method. So the computation time for a single iteration at Ω = 1 are IGEE = 0.8

secs, IGEE1 = 1.4 secs, LSE = 0.7 secs and PMCMC = 60.5 secs. For Ω = 10 are

IGEE = 5.3 secs, IGEE1 = 3.6 secs, LSE = 1.4 secs and PMCMC = 90 secs. At

Ω = 100, IGEE = 6 secs, IGEE1 = 3.6 secs, LSE = 1.4 secs and PMCMC = 154.8

secs. We now check how well our proposed method performs compared to the LSE

and PMCMC, by looking at the variance and bias squared.

Methods IGEE IGEE1 LSE PMC

κ Var Bias2 Var Bias2 Var Bias2 Var Bias2

κ1 1.38 1.42 1.86 1.94 8.61 9.28 0.46 0.45

κ2 0.01 0.01 0.01 0.02 0.05 0.05 0.02 0.03

κ3 0.35 0.36 0.74 0.76 2.88 3.09 0.13 0.16

Table 4.3: Comparing the variance and bias of the different methods at Ω = 1

Methods IGEE IGEE1 LSE PMC

κ Var Bias2 Var Bias2 Var Bias2 Var Bias2

κ1 0.19 0.19 0.23 0.21 0.16 0.16 0.06 0.11

κ2 0.001 0.001 0.001 0.002 0.001 0.001 0.09 0.22

κ3 0.03 0.03 0.04 0.03 0.02 0.02 0.03 0.06

Table 4.4: Comparing the variance and bias of the different methods at Ω = 10
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Methods IGEE IGEE1 LSE PMC

κ Var Bias2 Var Bias2 Var Bias2 Var Bias2

κ1 0.02 0.02 0.02 0.02 0.01 0.01 0.35 0.35

κ2 0.0001 0.0001 0.0001 0.0001 0.0001 0.0001 0.08 0.11

κ3 0.002 0.002 0.003 0.003 0.002 0.002 0.34 0.39

Table 4.5: Comparing the variance and bias of the different methods at Ω = 100

In Tables 4.3 to 4.5 we report the variance and squared-bias for each parameter

using each method on the LV model. At small volume Ω = 1, the PMCMC has the

smallest variance and bias, followed by the IGEE and LSE, respectively. Although

the PMCMC method performs well for the LV model in the small volume Ω = 1 case,

this comes at the cost of significant increase in computational time compared to both

the IGEE and LSE, which are approximately 20 and 60 times faster, respectively. At

larger volumes this time difference becomes even more pronounced due to simulating

particles via the Gillespie SSA. Further, at least in the LV example, as the volume

increases to 10 and above, both the estimates and run time are better for the IGEE

compared to the PMCMC. Hence, we suggest using the IGEE or LSE at moderate

to high volumes (Ω ≥ 10), while at lower volumes we suggest using the PMCMC in

the LV model.

Example 4.2. Another important stochastic reaction network in applied research is

the one describing a gene auto-regulatory system. Bacteria react to different

environmental conditions by employing different modes of regulation, e.g.,

metabolic, translational, and transcriptional regulation. Their genes are organized
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into a hierarchical network of interconnected regulons (a group of genes that are

regulated as a unit), which is organized in such a way to respond according to the

environmental conditions that a cell faces. The expression of regulons is controlled

through regulatory proteins (transcription factors [TFs]) with their concomitant

DNA binding targets, which are referred to as TF binding sites. In some cases, the

presence of cofactors is necessary for TF activity. In the end, the composition of

regulons brought on by a situation that the cell faces depends on the concentrations

of active TFs. At gene promoters, one or more regulatory indicators are

incorporated into one regulatory output. Transcription is the process of transcribing

DNA into RNA (e.g., mRNA) and is performed primarily by RNA polymerase

(RNAP). Transcription consists of five phases: (i) preinitiation, (ii) initiation, (iii)

promoter clearance, (iv) elongation, and (v) termination [van Hijum et al. (2009)].

Genetic regulation is a notoriously complicated biochemical process, especially in

eukaryotic organisms [Latchman (2007)]. Even in prokaryotes, there are numerous

mechanisms used, all of which are not fully understood. However, one typically used

mechanism for auto-regulation in prokaryotes that have been properly studied and

modeled is a negative feedback mechanism whereby dimers of a protein repress its

transcription. Here we consider a simplified version for this kind of prokaryotic

auto-regulation, based totally on the mechanism of dimers of a protein coded for by

using a gene repressing its transcription. Thus, an example of a prokaryotic gene

network, with five species and eight reactions, data is generated using the SSA and

data is observed at 10 evenly spaced time points in the interval (1,10) is considered

here. In this system dimers of protein P coded by gene g repress their own
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transcription at rate κ1, mRNA are transcribed at rate κ3, proteins are produced by

reaction 4. Protein molecules dimerise at rate κ5 this is reversible were they can

split back into individual molecules at rate κ6, and finally the protein and mRNA

degrade at rates κ7 and κ8 respectively. The network system is given below

g + P2
κ1−⇀↽−
κ2

g.P2 (Repression), g
κ3−→ g + r (Transcription), r

κ4−→ r + p (Translation)

2P
κ5−⇀↽−
κ6

P2 (Dimerisation), r
κ7−→ � (mRNA degradation), P

κ8−→ � (Protein

degradation).

The stoichiometric coefficients for the species (g, P2, g.P2, r, P ) are

η =

R1 R2 R3 R4 R5 R6 R7 R8



g 1 0 1 0 0 0 0 0

P2 1 0 0 0 0 1 0 0

g.P2 0 1 0 0 0 0 0 0

r 0 0 0 1 0 0 1 0

P 0 0 0 0 2 0 0 1

, (4.4)

η′ =

R1 R2 R3 R4 R5 R6 R7 R8



g 0 1 1 0 0 0 0 0

P2 0 1 0 0 1 0 0 0

g.P2 1 0 0 0 0 0 0 0

r 0 0 1 1 0 0 0 0

P 0 0 0 1 0 2 0 0

. (4.5)
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Accordingly, the stoichiometric matrix S = η′ − η is

S =

R1 R2 R3 R4 R5 R6 R7 R8



g −1 1 0 0 0 0 0 0

P2 −1 1 0 0 1 −1 0 0

g.P2 1 −1 0 0 0 0 0 0

r 0 0 1 1 0 0 −1 0

P 0 0 0 1 −2 2 0 −1

, (4.6)

g(x) = (κ1gP2, κ2g.P2, κ3g, κ4r, κ5P (P − 1), κ6P2, κ7r, κ8P )T . (4.7)

We perform a simulation study at different volume sizes (Ω = 10, Ω = 100, Ω = 200)

and parameter values of κ1 = 0.1, κ2 = 0.7, κ3 = 0.35, κ4 = 0.2 κ5 = 0.1, κ6 =

0.9, κ7 = 0.3, κ8 = 0.1. The initial values of the species are g = 100, P2 = 80, g.P2 =

50, r = 50, p = 50, at Ω = 10, g = 1000, P2 = 800, g.P2 = 500, r = 500, p =

500, at Ω = 100, and g = 2000, P2 = 1600, g.P2 = 1000, r = 1000, p = 1000, at Ω =

200, so that initial concentrations are equivalent across these scenarios. We then

generated 1,000 Gillespie samples (datasets) at each volume using the parameters

and initial values given. We recorded the data at 10 evenly spaced time points in

the interval (1,10) for each volume size. In the above example the stoichiometric

matrix is not a full rank matrix, because the rows g and g.P2 sum to zero. We solve

this problem by reducing the model [Wilkinson (2006)]. This is done by removing

g.P2 from the Gillespie data and calculating the covariance matrix using the full

stoichiometric coefficients, and then dropping the rows and columns corresponding to
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g.P2. Doing this makes the covariance matrix invertible, and we are able to estimate

the parameters using the GEE for each of the 1,000 Gillespie iterations. We carried

out 1,000 MCMC samples for the PMCMC using 400 particles and standard deviation

of two. We report the average over all 1,000 iterations’ estimates for each method at

different volume sizes in the tables below along with coverage probabilities.

Volume Ω = 10, 10.2hrs Ω = 100, 11.2hrs Ω = 200, 59hrs

κ κ̂ %Cov κ̂ %Cov κ̂ %Cov

κ1 = 0.1 0.51 0.81 0.14 0.91 0.11 0.91

κ2 = 0.7 3.56 0.83 0.98 0.91 0.83 0.92

κ3 = 0.35 0.35 0.97 0.35 0.95 0.35 0.96

κ4 = 0.2 0.34 0.98 0.20 0.96 0.20 0.92

κ5 = 0.1 0.20 0.91 0.07 0.95 0.05 0.06

κ6 = 0.9 3.81 0.88 1.21 0.93 0.95 0.95

κ7 = 0.3 0.30 0.96 0.30 0.96 0.30 0.96

κ8 = 0.1 0.25 0.98 0.10 0.96 0.10 0.97

Table 4.6: Average estimates and coverage probability (%Cov) for IGEE
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Volume Ω = 10, 18.2hrs Ω = 100, 10.26hrs Ω = 200, 15.54hrs

κ κ̂ %Cov κ̂ %Cov κ̂ %Cov

κ1 = 0.1 0.8 0.84 0.16 0.94 0.12 0.92

κ2 = 0.7 5.87 0.89 1.13 0.93 0.90 0.92

κ3 = 0.35 0.35 0.95 0.35 0.94 0.35 0.96

κ4 = 0.2 0.29 0.96 0.20 0.96 0.20 0.96

κ5 = 0.1 0.48 0.83 0.07 0.92 0.05 0.1

κ6 = 0.9 9.26 0.82 1.34 0.92 0.95 0.97

κ7 = 0.3 0.30 0.95 0.30 0.95 0.30 0.95

κ8 = 0.1 0.19 0.96 0.10 0.96 0.10 0.97

Table 4.7: Average estimates and coverage probability (%Cov) for (IGEE1)

Volume Ω = 10, 2.38hrs Ω = 100, 2.8hrs Ω = 200, 1.97hrs

κ κ̂ κ̂ κ̂

κ1 = 0.1 2.02 0.18 0.13

κ2 = 0.7 14.40 1.30 0.94

κ3 = 0.35 0.35 0.35 0.35

κ4 = 0.2 0.38 0.21 0.21

κ5 = 0.1 0.66 0.07 0.06

κ6 = 0.9 12.56 1.23 1.00

κ7 = 0.3 0.30 0.30 0.30

κ8 = 0.1 0.28 0.11 0.11

Table 4.8: Average estimates for LSE
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Volume Ω = 10, 28hrs Ω = 100, 44hrs Ω = 200, 71.8hrs

κ κ̂ κ̂ κ̂

κ1 = 0.1 0.15 0.12 0.1

κ2 = 0.7 0.52 0.83 0.72

κ3 = 0.35 0.47 0.35 0.35

κ4 = 0.2 0.11 0.22 0.21

κ5 = 0.1 0.29 0.15 0.07

κ6 = 0.9 0.74 0.78 0.83

κ7 = 0.3 0.45 0.30 0.30

κ8 = 0.1 0.2 0.10 0.10

Table 4.9: Average estimates for PMCMC

The parameter estimates for the auto-regulatory network in Tables 4.6 - 4.9 indicate

that the IGEE and LSE estimates get more precise as the volume increases over

100; however, the IGEE and LSE methods perform poorly at the smallest volume

Ω = 10. The PMCMC performs well in all volume settings, but at the expense of

computational time. At large volumes, all methods perform well, with the LSE being

the fastest and PMCMC the most computationally expensive. For the auto-regulatory

network our suggestion is to use PMCMC for small volumes; i.e., Ω < 200 and either

LSE or GEE for Ω ≥ 200, as the computational improvements are approximately of

order 36 and 4, respectively. The computation time for a single iteration at Ω = 10

are IGEE = 771.1 secs, IGEE1 = 1310.4 secs, LSE = 171.4 secs and PMCMC = 2016

secs. At Ω = 100 are IGEE = 846.7 secs, IGEE1 = 738.7 secs, LSE = 201.6 secs and
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PMCMC = 3168 secs. At Ω = 200, IGEE = 4460.4 secs, IGEE1 = 1118.9 secs, LSE

= 141.8 secs and PMCMC = 5169 secs.

Tables 4.10 - 4.12 give the variance and bias of each method.

Methods IGEE IGEE1 LSE PMCMC

κ Var Bias2 Var Bias2 Var Bias2 Var Bias2

κ1 0.30 0.46 0.99 1.50 5.78 9.45 0.003 0.006

κ2 14.86 22.99 54.21 80.83 296.33 483.76 0.006 0.04

κ3 0.02 0.02 0.02 0.02 0.01 0.01 0.009 0.02

κ4 0.32 0.34 0.16 0.16 0.52 0.55 0.0004 0.009

κ5 0.07 0.08 0.28 0.43 0.40 0.72 0.01 0.05

κ6 25.06 33.42 102.17 171.92 144.43 280.24 0.03 0.05

κ7 0.02 0.02 0.02 0.02 0.02 0.02 0.005 0.03

κ8 0.33 0.35 0.18 0.18 0.52 0.56 0.001 0.02

Table 4.10: Comparing the variance and bias for the different methods at Ω = 10
of the gene auto-regulatory network
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Methods IGEE IGEE1 LSE PMCMC

κ Var Bias2 Var Bias2 Var Bias2 Var Bias2

κ1 0.01 0.01 0.02 0.02 0.01 0.01 0.001 0.001

κ2 0.51 0.59 1.05 1.24 0.35 0.45 0.002 0.001

κ3 0.001 0.002 0.002 0.002 0.001 0.001 0.001 0.001

κ4 0.01 0.01 0.005 0.005 0.01 0.01 0.001 0.001

κ5 0.001 0.001 0.005 0.005 0.001 0.001 0.002 0.001

κ6 0.82 0.91 1.51 1.70 1.78 1.89 0.01 0.03

κ7 0.0001 0.0001 0.002 0.002 0.0001 0.0001 0.003 0.001

κ8 0.01 0.01 0.01 0.01 0.01 0.01 0.001 0.001

Table 4.11: Comparing the variance and bias for the different methods at Ω = 100
of the gene auto-regulatory network
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Methods IGEE IGEE1 LSE PMCMC

κ Var Bias2 Var Bias2 Var Bias2 Var Bias2

κ1 0.003 0.003 0.005 0.006 0.006 0.007 0.0002 0.0002

κ2 0.13 0.15 0.24 0.28 0.31 0.37 0.002 0.001

κ3 0.0007 0.0007 0.0007 0.0007 0.0007 0.0007 0.0004 0.0005

κ4 0.003 0.003 0.003 0.003 0.005 0.005 0.002 0.001

κ5 0.0001 0.003 0.0003 0.003 0.0005 0.003 0.001 0.001

κ6 0.05 0.05 0.11 0.11 0.19 0.20 0.04 0.04

κ7 0.007 0.0007 0.0008 0.0008 0.0008 0.0007 0.0005 0.0005

κ8 0.003 0.003 0.003 0.003 0.005 0.005 0.0001 0.0001

Table 4.12: Comparing the variance and bias for the different methods at Ω = 200
of the gene auto-regulatory network

In Tables 4.10 - 4.12 we report the variance and squared-bias for each method on

the gene auto-regulatory network. At small volume Ω = 10, the PMCMC has the

smallest variance and bias followed by IGEE, while the LSE has the largest. Although

the computational time for the LSE is the fastest at all volume sizes, but performs

poorly in the small volume setting. The IGEE gives better estimates than the LSE,

but it takes five times longer in small volume. All methods have low variance and

bias when Ω > 200.

Example 4.3. Finally we will look at the enzyme kinetics model.

Enzymes [E] are usually protein molecules that speed up reaction rates by lowering

the activation energy of a reaction. They bind to the reacting substrate [S] forming
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the complex [ES] to produce the product [P]. In this reaction process, enzymes are

not consumed when they catalyze reactions. The model for enzyme kinetics is the

following E + S
κ1−⇀↽−
κ2

ES
κ3−→ E + P . The ODE for rate constants are

∂[S]

∂t
= κ2[ES]− κ1[S][E],

∂[E]

∂t
= (κ2 + κ3)[ES]− κ1[S][E],

∂[ES]

∂t
= κ1[E][S]− (κ2 + κ3)[S][E],

∂[P ]

∂t
= κ3[ES]. (4.8)

The stoichiometric coefficients are

η =

κ1 κ2 κ3



E 1 0 0

S 1 0 0

ES 0 1 1

P 0 0 0

, η′ =

κ1 κ2 κ3



E 0 1 0

S 0 1 1

ES 1 0 0

P 0 0 1

. (4.9)

Accordingly, the stoichiometric matrix S = η′ − η is
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S =

κ1 κ2 κ3



E −1 1 0

S −1 1 1

ES 1 −1 −1

P 0 0 1

. (4.10)

We again simulate 1,000 datasets using the Gillespie SSA, and record the species’

numbers at 10 even time points in the interval (1,10) at different volume sizes (Ω =

10, Ω = 100, and Ω = 200). The initial value of the species are [S]=100, [E] =

50, [ES]=0, [P]=0 for Ω = 10, [S]=1000, [E] = 500, [ES]=0, [P]=0 for Ω = 100 and

[S]=2000, [E] =1000, [ES]=0, [P]=0 for Ω = 200. The simulation was done using

the following parameters, κ1 = 0.1, κ2 = 0.01, κ3 = 5. In this model the covariance

matrix is not invertible, if we sum the [S] and [ES] rows of the stoichiometric matrix

we get zero. We perform model reduction by dropping species [E] and [ES]. We

generated data from the Gillespie algorithm using the full model, then drop species

[E] and [ES], which is in line with reality as well since we will typically not observe

these species in experimental data. The covariance matrix is calculated using the

full stoichiometric matrix, and then reduced by removing the columns and rows that

belong to [E] and [ES]. For the PMCMC we obtain 1,000 MCMC samples using 150

particles and standard deviation of 5 for the measurement error, again we will label

PMCMC as PMC in the table.
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Ω = 10 Ω = 100

Method IGEE IGEE1 LSE PMC IGEE IGEE1 LSE PMC

Hrs 6.43 4.03 0.37 1.07 6.44 4.05 0.52 9.98

κ1=0.1 0.17 (0.96) 0.2 (0.91) 0.24 0.1 0.13 (0.97) 0.13 (0.96) 0.14 0.09

κ2=0.01 4.1 (0.97) 5.3 (0.89) 9.57 0.01 1.6 (0.97) 1.75 (0.97) 1.81 0.01

κ3=5 4.99 (0.96) 4.95 (0.97) 5.25 4.5 4.96 (0.95) 4.94 (0.95) 4.92 5.8

Table 4.13: Parameter estimates for the IGEE, IGEE1, LSE and PMCMC for
the enzyme kinetic model at Ω = 10 and Ω = 100

Ω = 200

Method IGEE IGEE1 LSE PMC

Time(hrs) 6.49 8.22 0.49 25.33

κ1=0.1 0.12 (0.95) 0.12 (0.94) 0.12 0.1

κ2=0.01 0.96 (0.0.96) 0.98 (0.94) 0.79 0.01

κ3=5 4.98 (0.98) 4.95 (0.96) 4.97 4.7

Table 4.14: Parameter estimates for the IGEE, IGEE1, LSE and PMCMC for
the enzyme kinetic model at Ω = 200

Similar to the two previous simulation studies, the estimates for each method improve

as the volume increases, with the PMCMC giving the most accurate estimates even

at small volume sizes, but with significant computational cost. The IGEE performs

better than the LSE at small volume sizes. The computation time for a single iteration

at Ω = 10 are IGEE = 486.1 secs, IGEE1 = 290.2 secs, LSE = 26.6 secs and PMCMC

= 77 secs. For Ω = 100 are IGEE = 486.9 secs, IGEE1 = 291.6 secs, LSE = 37.4 secs
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and PMCMC = 718.6 secs. At Ω = 200, IGEE = 490.6 secs, IGEE1 = 591.8 secs,

LSE = 35. secs and PMCMC = 1823.8 secs. Tables 4.13 - 4.14 give the variance and

bias of each method. The results therein suggest that the PMCMC should be used

in all volume sizes we considered for the enzyme kinetics network.

Methods IGEE IGEE1 LSE PMCMC

κ Var Bias Var Bias Var Bias Var Bias

κ1 .07 0.08 0.86 0.78 0.25 0.27 0.00001 0.00001

κ2 231.00 246.80 251.28 254.49 1075.13 1165.27 0.00 0.00

κ3 1.35 1.35 1.60 1.65 18.22 18.23 0.05 0.29

Table 4.15: Comparing the variance and bias for the different methods of the
enzyme kinetic model at Ω = 10

Methods IGEE IGEE1 LSE PMCMC

κ Var Bias Var Bias Var Bias Var Bias

κ1 0.01 0.01 0.01 0.02 0.03 0.03 0.00002 0.00002

κ2 26.27 29.56 31.97 34.97 68.35 71.51 0.00 0.00

κ3 0.07 0.08 0.10 0.11 0.39 0.39 0.09 0.75

Table 4.16: Comparing the variance and bias for the different methods of the
enzyme kinetic model at Ω = 100
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Methods IGEE IGEE1 LSE PMCMC

κ Var Bias Var Bias Var Bias Var Bias

κ1 0.002 0.002 0.002 0.002 0.002 0.002 0.00002 0.00002

κ2 3.83 4.73 5.96 7.25 1.49 2.06 0.000 0.000

κ3 0.02 0.01 0.05 0.06 0.32 0.32 0.05 0.13

Table 4.17: Comparing the variance and bias for the different methods of the
enzyme kinetic model at Ω = 200
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5 Application

5.1 Eyam plague

We now apply our methodology to real data from a historical plague outbreak at

Eyam, England. The Eyam plague of 1666 in England started in 1665 when a flea-

infested bundle of cloth arrived from London for a local tailor. The tailor’s assistant,

George Vicars, was the first fatality and he died within a week of the arrival. As more

people began dying via disease transmission throughout the village, Reverend William

Mompesson and Minister Thomas Stanley introduced precautions to slow the spread

of the illness from May 1666. These included families burying their own dead and

quarantining the entire village. The worst month of the outbreak was August 1666,

during which there were five to six deaths per day. This was believed to be due to

the fact that this was a particularly hot summer, resulting in increased flea activity.

We used the proposed methodology to estimate the epidemiological parameters of a

classical compartmental model and to check this assumption. The plague lasted for

over 14 months nearly wiping out the entire village. Abraham Morten was the last

victim of the plague. He died on November 1, 1666. We modeled this outbreak with

an SIR model, where S is susceptible, I is infected and R is recovered or removed, in

this case, removed since virtually everyone died infected, except for 3 recovery cases

recorded. The initial number of people who lived in the village at the time of the
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outbreak and how many people died is based on the account of historian William

Wood’s account of the village’s demography. He wrote about this outbreak a century

after the event. According to Woods, there were about 350 people in the village, with

the plague killing 75%. This number has been disputed based on recently discovered

parish and tax records which place the number of people closer to 800 Whittles and

Didelot (2016). We perform analysis on both sets of data. The SIR model diagram

has the form

S I R
κ1

SI
Ω κ2I

Figure 5.1: Susceptible, Infected, Recovered (SIR) compartmental model for the
Eyam plague.

The SIR diagram describes how individuals can transition between the

compartments. For instance, a susceptible may transition to the infectious

compartment by interacting with an infectious contact. The rate describing

movement from the S compartment to the I compartment is proportional to the

rate constant κ1 times the number of possible pair-wise interactions between

infected and susceptible individuals, SI. Additionally, an infected individual

transitions to the R compartment at rate κ2. The rate equations for the SIR model

are

dS

dt
= −κ1SI,

dI

dt
= κ1SI − κ2I.
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We also look at a model that includes a vector, in this case rats, as a mode of

transmission. A graphical depiction of this model is

S I R
κ3S κ2I

V

κ1
SI
Ω

Figure 5.2: Susceptible, Infected, Recovered, Vector(rats) (SIRV) compartmental
model for the Eyam plague.

The corresponding rate equations for the SIRV model are thus

dS

dt
=− κ1SI − κ3S,

dI

dt
=κ1SI − κ2I.

Below is the table containing the number of susceptible and infected individuals

at 8 time points over a 4 month period from June 18th 1666 to September 19th 1666.

We fit both the SIR and SIRV models to this data and report the results in Tables

5.2 and 5.3, respectively.

Time(months) 0 1 1.5 2 2.5 3 3.5 4

Susceptible 254 235 201 153 121 110 97 83

Infectives 7 14 22 29 20 8 8 0

Table 5.1: Data of Susceptible and Infected at 8 different time points for the
Eyam plague
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We now estimate the rates using the following updated data

Time(months) May 18 June 18 July 19 August 19 September 19

Susceptible 612 593 540 460 436

Infectives 1 7 22 20 8

Table 5.2: Data of Susceptible and Infected at 5 different time points for the
Eyam plague

The estimates for the parameters for this data set are,

Old data

Method IGEE IGEE1 LSE

Time (secs) 16.31 4.28 0.58

κ1 4.69 4.71 4.68

κ2 2.75 2.77 2.89

Vectored model

Time (secs) 16.02 6.65 0.78

κ1 4.75 4.74 4.52

κ2 2.94 2.94 2.78

κ3 0 0 0

Table 5.3: Parameter estimates for both the vectored and non vectored model for
the Eyam old data set

The reproductive rate of SIR model for all methods of the old data set are R0IGEE =

1.71, R0IGEE1
= 1.70, R0LSE = 1.62 and for the vectored model are, R0IGEE = 1.62,

R0IGEE1
= 1.61, R0LSE = 1.61. Below is the SIR graph of the model,
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(b) IGEE1 SIR model for Eyam

data.
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(c) IGEE vectored SIR model for

Eyam data.
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(d) IGEE1 vectored SIR model for

Eyam data.

Figure 5.3: Eyam SIR and vectored SIR model on the old data for the different
methods.

Next we look at the results of the estimates and the SIR graphs for the updated

data set,
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Updated data

Method IGEE IGEE1 LSE

Time (secs) 43.97 5.57 0.52

κ1 5.94 5.77 8.98

κ2 4.52 4.23 7.46

Vectored model

Time (secs) 5.95 6.77 3.11

κ1 4.26 4.26 4.26

κ2 3.81 3.81 3.81

κ3 0 0 0

Table 5.4: Parameter estimates for both the vectored and non vectored model for
the Eyam updated data set

For the updated data set,R0IGEE = 1.31, R0IGEE1
= 1.36, R0LSE = 1.20 . And the

vectored model reproductive rates are R0IGEE = 1.12, R0IGEE1
= 1.12, R0LSE = 1.12.

In all cases we have a reproductive rate greater than 1, this means there was active

spreading of the disease in the village.
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(a) IGEE SIR model for Eyam.
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(b) IGEE1 SIR model for Eyam

data.
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(c) IGEE vectored SIR model for

Eyam data.

EYAM UPDATED DATA SIRV Model IGEE1

Time

S
us

ce
pt

ib
le

 a
nd

 R
em

ov
ed

0.0

0.2

0.4

0.6

0.8

1.0

0 5 10 15 20 25 30

Susceptible
Infected
Removed

(d) IGEE1 vectored SIR model for

Eyam data.

Figure 5.4: Eyam SIR and vectored SIR model on the updated data for the
different methods.

For both data sets the estimated vector parameter is zero. This suggests that

rats did not play as significant role as has been originally suggested in disease

transmission. Thus, the results from these analyses indicate it is likely most people

were infected through some form of human to human transmission, either through

plague pneumonia or ectoparasites like lice. The graphs figures (5.3) and (5.4) using

parameter estimates from the original data set give an estimated final outbreak size
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of approximately 70% of the population in both models, and is similar to the

observed final outbreak size. In the updated data set, approximately 45% of the

population was infected, and the estimated SIR curves also predict the final

outbreak at approximately 20%. We now look at a more recent example of the

COVID-19 pandemic.

5.2 Novel Coronavirus pandemic (2019)

The novel coronavirus SARS-CoV-2 is the causative agent of the disease known as

COVID-19. SARS-CoV-2 is a strain from the coronavirus family. The current

pandemic began as an epidemic in the Wuhan province of China. The first case was

reported on December 19, 2019 with the Chinese health authority reporting the first

cluster of the virus in human population on December 30, 2019. On January 13,

2020 Thailand reported the first international case outside China, while the first

cases within China, but outside of Wuhan were reported on January 19, 2020 in

Guangdong and Beijing. On January 20, 2020, China’s National Health Commission

(NHC) confirmed that the coronavirus could be transmitted between humans. The

Chinese government implemented a complete lock down of citizens in Hubie

province to prevent the spread of the virus.

The first case in the United States occurred on January 19, 2020 when a man who

traveled to Wuhan to visit family came to the emergency room reporting having a

cough for four days. He was tested for the novel corona-virus and results came back

positive on January 20, 2020. The virus gradually spread around the globe creating

epidemics in several countries. On March 11, 2020, the World Health Organization

(WHO) declared COVID-19 a global pandemic, and around this time testing for the
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virus increased significantly in the United States, indicating hot spots springing up

around the country. New York has been the hardest hit, having half of the cases

and deaths reported in the United States as of this writing. The total number of

confirmed cases worldwide is 5,819,962 with 362,786 deaths and 1,694,864 cases

with 100,304 deaths in the United states as at the time of writing. To combat the

pandemic, various municipalities around the globe implemented mitigation

strategies of some form or another, often in the form of stay at home orders. This

step was taken to slow the spread of the virus and prevent overwhelming the health

care system.

Our data is obtained from the John Hopkins 2019 Novel Coronavirus COVID-19

(2019-nCoV) Data Repository. We fit the standard SIR model to the daily incidence

data from Atlanta metropolitan area and the CSRA (Richmond, Columbia, and

Aiken counties) region. We looked at data up to March 31, 2020, but the starting

points for both regions starting on March 22, 2020. We considered data up to this

point because we want to look at how the virus was spreading, data up to the end of

March was before social distancing methods and stay at home orders were seriously

implemented. Since we do not have data on the recovery times of individuals and

only the daily counts of infections, we specify the value for κ2 from research done by

He et al. (2020) Xi He et.al., where 77 infector-infectee transmission pairs were

followed. It was shown that people are typically infectious on average 2.5 to 5.2

days before the onset of symptoms, and that infectiousness, as measure through

nasopharyngeal viral shedding, declined rapidly within 7 days of the onset of

symptoms, with peak infectiousness at 0-2 days. κ2 was calculated by finding the
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average between 2.5 days time on average people are infectious before the onset of

symptoms and 7 days time on average people remain infectious after the onset of

symptoms, so κ2 = 1
4.75

. We used the SIR model for both regions, the initial number

of susceptible is the population of both regions as of December 2019, the infected

and death numbers were retrieved from the John Hopkins database. We made the

following assumptions, that there was no migration either in or out of these regions

during the outbreak period, and once one has been diagnosed with the disease they

are isolated and are no longer capable of causing community transmission. The data

set for the susceptible and Infected for both regions are given in table 5.5

ATLANTA CSRA

Date Susceptible Infected Death Susceptible Infected Death

3/22 6065835 415 7 484958 14 0

3/23 6065412 110 0 484944 1 0

3/24 6064879 132 0 484929 1 0

3/25 6064214 82 0 484913 3 0

3/26 6063467 156 0 484894 3 0

3/27 6062564 304 0 484872 5 0

3/28 6061357 280 30 484845 4 0

3/29 6059870 161 4 484814 2 0

3/30 6058222 165 2 484781 1 0

3/31 6056409 546 15 484747 43 1

Table 5.5: COVID 19 data set for Atlanta and CSRA
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ATLANTA CSRA

Methods k1 Time (secs) k1 Time (secs)

IGEE 0.31 52 0.3 56.2

IGEE1 0.29 0.11 0.3 0.39

LSE 0.29 0.79 0.25 0.5

Table 5.6: Estimates of the SIR rates for Atlanta and CSRA region

We applied our proposed method to the data from both regions and estimate the

infectious rate given in table 5.6. The reproductive rates for the Atlanta region are

R0IGEE = 1.48, R0IGEE1
= 1.38, R0LSE = 1.38, and those for the CSRA region are

R0IGEE = 1.43, R0IGEE1
= 1.43, R0LSE = 1.19. All methods for both regions gave R0

values greater than one indicating ongoing outbreak. This is data on the early stages

of the outbreak in each region, before extensive mandatory mitigation policies were

in place.
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(a) IGEE SIR model for ATL

region κ1 = 0.31.
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(b) IGEE1 SIR model for ATL

region κ1 = 0.29.

Figure 5.5: Atlanta region SIR model for the different methods.
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The graph of the CSRA region is given below
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(a) IGEE SIR model for CSRA

region κ1 = 0.30.
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(b) IGEE1 SIR model for CSRA

region κ1 = 0.30.

Figure 5.6: CSRA region SIR model for the different methods.

Inspection of the graphs of the estimated SIR curves for both regions we see that

in the absence of social distancing measures, about 60% of the population in both

regions would have been infected if the disease dynamics had remained similar to the

initial outbreak, reaching the so-called level of herd immunity. This would have led

to the health care system being overrun around the middle of May. Recently, the

number of daily cases has been rising in some areas where the resumption of human

activity to normal pre-COVID levels has been implemented. This was expected, and

the analyses presented here can be used to understand what level of mitigation may

be required to tamp down future hotspots.
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6 Discussion and Conclusion

6.1 Discussion

In this dissertation we have proposed a new way to estimate the parameters of

stochastic reaction networks. We used ideas related to generalized estimating

equations (GEEs) to estimate these parameters using the covariance matrix

computed from the LNA’s approximating variance. We have discussed why

stochastic models are a better way to model reaction networks compared to the

classical deterministic models, and we have discussed several methods for simulating

from these processes and compared methods relying on these approximations in

terms of parameter estimation. While the CME gives us an exact representation for

reaction networks, the computational cost of computing the CME quickly becomes

prohibitive, and so we have elaborated on the approximation methods that have

been developed to tackle this issue, such as the CLE, LNA, moment closure, and

others. The ability to reverse engineer reaction networks from experimental data is

critical for understanding and predicting a variety of biological systems’ behavior, so

we have proposed new methodology for estimating parameters when we have

observed data from such networks. Both Bayesian and frequentist methods have

been compared for estimating these parameters, which were discussed in chapter

two.
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In chapter three, we formally introduced our method for estimating the parameters

of a stochastic network and proved the two main Theorems 3.4 and 3.5, the

consistency and CLT for the methodology. Consistency is important, as this ensures

that estimates from the proposed methodology converge to the true parameter in a

large volume limit. The CLT shows that in the limit the properly scaled GEE

solution follows a multivariate Gaussian distribution, which gives us a theoretical

vehicle to perform statistical inference. We ran several simulation studies in chapter

four to check the efficiency of the proposed method, and also to compare it to other

methods. We looked at the historical Lotka-Volterra model, and the empirical

results show that as the volume increases the GEE estimates get closer to the truth.

Also, the coverage probability improves and reaches the nominal level as the volume

increases. We observed similar results when we applied the proposed method to the

gene auto-regulatory network. This is a more complicated model compared to the

LV model, and it proved quite challenging because we had to perform model

reduction before applying the GEE method. In chapter five we applied the GEE to

two epidemic models to estimate the epidemic rates. We looked at the Eyam plague

of 1666 and the COVID-19 pandemic of 2019/2020.

6.1.1 Conclusions

The proposed iterative GEE (IGEE) methodology performs reasonably well in small

volume settings compared to the LSE, both variants of the IGEE give lower variance

than the LSE, particularly in low volume setting. In terms of computational speed,

the LSE is the fastest, but performs poorly in terms of variance and bias in small

volume settings. The PMCMC performs very well in small volume setting, as would
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be expected, since it is an exact method. However, this comes at significant

computational cost compared to IGEE and LSE, which for our examples was over

60-fold increase in time in some of the settings we considered. In large volume

settings, all methods perform reasonably well, with the LSE being the fastest. We

suggest using the LSE when the volume is large, the IGEE for moderate volumes,

and the PMCMC in small volume settings. The IGEE can also be used in this

setting if the PMCMC becomes too computationally expensive due to particle

sampling, but efficiency will not be as good as the PMCMC.

One disadvantage of the IGEE is that the process covariance matrix needs to be

computed and invertible, since it is a component in the estimating equation, in

contrast to the LSE. We were able to overcome matrix singularity in our examples

by carrying out model reduction, for example in the gene regulatory network and

the enzyme kinetics model, but understanding whether there is any loss in

information by doing such reductions should be explored more thoroughly.

Currently, the proposed IGEE method does not perform variable or model selection,

so if one wishes to do this, we suggest using methods in literature capable of doing

this Craciun et al. (2009). Future work will include exploring adding penalty terms

to the estimating equations so the methodology can perform both parameter

estimation and model selection. The analysis we carried out on the COVID-19 data

in this dissertation are preliminary and exploratory, and are in no way conclusive.

Readers should understand that the pandemic is ongoing and much of the observed

data is highly noisy. A better understanding of the virus is needed to be able to

model it properly and to inform policy. Overall, our proposed methodology, with its
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limitations, for example the process covariance matrix should be invertible, gives a

significant reduction in the variance and bias of parameter estimates compared to

the LSE. We have shown that our GEE-based estimator is consistent in the large

volume limit, and provides better estimates than the LSE in small to medium

volume settings. The proposed method also has significant computational

improvements over PMCMC. We hope to continue to investigate how GEE based

methods can be further applied in stochastic reaction networks.
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