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1. Introduction 
	  

The study of the relation between DNA and health and disease has had a lot of time, 

energy, and money invested in it over the years.  As more scientific knowledge has 

accumulated, it has become clear that the relations between DNA and health isn’t just a 

function of the sequence of nucleotide bases, but also on permanent modifications of 

DNA that affect DNA transcriptions and thus have a macroscopic effect on an individual.  

The study of modifications to DNA is known as epigenetics. 

 

Epigenetic changes have been shown to play a role in certain diseases, including 

cancer (Novak 2004). Finding locations of differential methylation in two groups of cells 

is an ongoing area of research in both science and bioinformatics. The number of 

developed statistical methods for establishing differential DNA methylation between two 

groups is limited (Bock 2012). Many developed methods are developed for next-

generation sequencing data and may not work for microarray data, and vice versa. 

Bisulfite sequencing, the next-generation sequencing technique for attaining methylation 

data, often comes with limited sample size and considerations must be made for low 

and variable coverage, and smoothing the methylation values. The analysis of next-

generation sequencing data also involves small sample sizes.   

 

In addition, these methods can be sensitive to how individual CpG regions are grouped 

together as a region for analysis. If the DMRs are small relative to the sizes of 
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established regions, then the method may not detect a region as having differential 

methylation.  

 

Robust methods for clustering microarray data have also been an ongoing area of 

research.  It is desirable to have a method that could be applied to microarray data 

could increase the sample size and mitigate the previous problems if the method used 

is robust to missing values, outliers, and microarray data noise.  Functional clustering 

has shown to be effective when properly conducted on gene expression data. It can be 

used when the data have temporal measurements to identify genes that are possibly 

co-expressed. The clustering of methylation data can also be shown to identify 

epigenetic subgroups that can potentially be very useful (Wang, 2011). 

1.1 Biology of Epigenetic Methylation 
 

Epigenetics refers to inheritable changes at the DNA level. The most commonly studied 

epigenetic change is DNA methylation. DNA methylation consists of a methyl functional 

group being covalently attached to an adenosine or cytosine nucleotide. Methylation 

acts primarily to prevent the binding of DNA transcription proteins to gene where the site 

is located. Epigenetics can play a role in a large variety of normal cellular processes as 

well as diseases. Epigenetic changes are involved in cellular differentiation, which is 

very important in embryonic development of mammals (Reik 2007, Khavari 2010).  

While the DNA in different cell types of the same person is identical, methylation gives 

different tissue types their distinct morphologies and activities.  Methylation has also 

been shown to play a role in various maladies. Certain methylation polymorphisms 
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shown to be linked with atherosclerosis are present even before there is any histological 

sign of atherosclerosis (Lund 2004). Methylation changes have been shown to possibly 

be involved in the process of human aging (Bell 2012). DNA methylation has also been 

implicated in the development of almost every type of cancer (Jaenisch 2003). Methods 

for processing, analyzing and making useful biological interpretations of methylation 

data are ongoing areas of research within Bioinformatics. 

 

Statistical analysis for methylation data presents computational challenges similar to 

issues facing other forms of next-generation sequencing or microarray data. For 

example, the dimensionality of methylation data is very high, and requires developing 

methods that will efficiently use computing resources as well as accounting for multiple 

comparisons. In next-generation sequencing data, methylation data are ratios of counts 

based on different denominators (read depths) resulting in a heterogeneity which should 

be accounted for in the analysis. Also, CpG sites that are close by on the genome are 

also strongly correlated.  These correlations must be considered in developing 

analytical methods.  

  

The “beta values” at a specific CpG site represent the estimate of the proportion of 

methylation for that particular site. In microarray data (e.g. Illumina Human Methylation 

450k), it is the ratio of the methylation intensity at a site to the sum of the methylated 

and unmethylated intensities at the same site. In next generation sequencing data (for 

methylation data, the next generation sequencing technique is bisulfite sequencing) it is 

the ratio of methylated fragment reads to total fragment reads for a particular site. 
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With both microarray and next-generation sequencing data being subject to missing 

data, correlations, noise (especially in microarray data), and missing values, methods 

based on linear models with specified correlation structures may not be appropriate 

approach for methylation data. Functional data analysis is one option for dealing with 

these problems. The correlations among beta values in methylation data can be a 

problem or it can be an advantage by allowing for a reduction of dimension of the data. 

By smoothing the data, treating the observations as a series of functions alleviates the 

problems of microarray data noise and autocorrelation as well as act as a method of 

dimension reduction. 

 

1.2 Functional Data Analysis 
	  

Functional Data is data in which observations come in the form of continuous functions 

but are almost always only observed at discrete points within the function’s domain. It is 

generally assumed that each functional observation follows some Gaussian process 

and thus the joint distribution of the functional evluation at any finite number of points on 

the function's domain is multivariate normal. The function’s domain may be time or one 

or more spatial dimensions. The functions can be considered as observations with an 

unaccountably infinite number of dimensions. Typically, the methylation or the M-values 

of a DNA strand (logit-transform of the observed beta) is thought of as being a 

continuous function on a given region on the chromosome.   
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There are many classical statistical methods that have analogues within functional data. 

Ramsay (2009) describes both an F-test and T-test for functional data. The tests involve 

computing the usual T-statistic as a function of the domain and using permutation tests 

to test for significance. A similar test can be performed that would be the functional data 

analysis equivalent of the F test. Consider functional observations as follows. Let 

x11(t), x12(t), x13(t),… x1n1(t) 

x21(t), x22(t), x23(t),… x2n2(t) 

be two groups of observed continuous and  smooth functions. The functions do not 

have to be observable at every point on their domain and may require smoothing. The 

function T(t) is the usual two-sample T statistic calculated from the samples of functions. 

When x1i(t), for each location t within the domain has marginally a normal distribution, 

each T(t) also has marginally a t-distribution with n1n1+n1n2-1 degrees of freedom, and 

any two points t1 and t2 in the domain are correlated t-distribution values.  

Similarly, the functional F test involves groups of sample functions. Its test statistic is 

very much like the F-statistic for the one-way ANOVA procedure.  The challenging part 

of functional data analysis is determining significance.  It may be difficult to determine 

the distribution of a test statistic that measures the functional difference between two 

groups.  For both the T-test and the F-test, the maximum values of F(t) and T(t) over the 

domain of the functions can be used as a test statistic for the whole region. Resampling 

methods can be used to attain a p-value. 

Coffey (2011) describes a functional version of principal component analysis. Whereas 

in traditional PCA the principle components are linear combinations of a finite-

dimensional set of variables, in functional PCA it can be thought of as an infinite 
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dimensional inner product over a function domain with some other function. One finds 

the continuous function that has an inner product with the observed function that 

maximizes the variance.  

 

Coffey also introduces the concept of functional regression. Whereas in the usual 

normal-error regression an outcome variable yi is determined by a series of predictors 

x1, x2, … xp, in functional regression a scalar observation yi is determined by the inner-

product of an explanatory function x(t) and a parameter function β(t), analogous to the 

regression coefficients.  

The regression relationship is 

 

𝑌 = 𝑥𝑖(𝑡)ß(t)𝑑𝑡!
! + ɛ	  .	  

 

The idea of canonical correlations from multivariate statistics can also be extended to 

functional data analysis where observations consists of pairs of functions xi(t) and yi(t). 

In general, functional data analysis extends the classical univariate and multivariate 

statistical methods to involve infinite-dimensional data represented by a continuous 

function. 

 

1.3 Smoothing 
	  

In most applications, data will not come in the form of a continuous function. For data 

such as temporal gene expression data or methylation data, smoothing is performed to 
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estimate the observations as continuous functions.  These functions are linear 

combinations of linearly-independent basis functions that give some kind of optimal fit 

for the data. For microarray data this can help deal with the inherent noise and help 

reduce dimensionality of the data (i.e. the number of functions will be less than the 

number of sites with a single beta value). Smoothing can also give estimates of a value 

on a domain for which there is no observation. 

 

Hansen (2012) who introduced smoothing for differentially methylated regions assumes 

that each genomic region function can be represented by a function with a second-

degree polynomial in a single window consisting of 70 CpG sites. The parameters for 

the polynomial are computed with a generalized weighted linear model. The weight for 

each location is inversely proportional to the weighted binomial standard error pi(1-pi)/N 

with N being the number of read counts at a particular location and pi being the 

estimated methylation proportion at a given site. The authors demonstrated that 

smoothed values at locations that are not measured are good estimates of actual 

methylation values. 

 

Hebestreit (2013) performs smoothing over what the paper defines as CpG clusters. 

The authors utilized frequently covered CpG sites, which are defined at CpG sites that 

are covered in at least 75% of the samples. Clusters were defined for a group of CpG 

sites if all contiguous sites in the group were no more than 100 bp apart and consisted 

of at least 20 CpG sites. Let mi be the number of methylated read counts for site i and ni 



11	  
	  

be the number of read counts for site i. Then the weighted local likelihood is a value y 

that maximizes the likelihood 

 

where k is the number of CpG sites in the cluster and B is the binomial likelihood. The 

value wi is the weight, defined as 

 

with the restriction that K(xi)>0 for all sites xi. 

 

Ryu et. Al. (2013) use orthogonal wavelet basis functions to derive a smoothed estimate 

of methylation profile on genomic data. In their approach, all beta values are logit-

transformed after a small offset is added to deal with values of 0. Wavelets are 

generally comprised of trigonometric functions with various values for wavelengths and 

amplitudes. The assumed form of the wavelet is 

 

Here Φ{J,k}(t) are the father wavelet functions and ψ{j.k}(t) is the mother wavelet function 

for a location-scale decomposition of g(t). The CpG sites are assumed to be equally 
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spaced in order to simplify the calculation of the coefficients. The use of the Generalized 

Integrated Functional Test (GIFT) improves the distribution of p-values over just using a 

simple functional F-test. 

 

Another option for smoothing data from discrete points into functional data is to use 

penalized regression. The penalization is utilized in order to prevent overfitting, or 

allowing individual points to have too much influence on the fitted values. One way to do 

this is to penalize the roughness of the regression function. Consider the regression 

function 

yi = f(xi) + εi 

Normally, fitting requires finding an estimate that minimizes the squared error loss in a 

class of functions being considered. In the penalized regression, one minimizes the 

penalized error, given by 

(𝑦! − 𝑓 𝑥! )! − α 𝑓!!"(𝑥)𝑑𝑥
!

!

!

!

 

where [a,b] is the domain of the function f, n is the number of data points,  α is the 

smoothing penalty, and f''(x) is the second derivative of the function. Here the integral 

term penalizes the roughness of the regression function and acts as a counterweight to 

overfitting. With many functional forms, computing the integrated squared second 

derivative can be very cumbersome and attempting to optimize the squared error with 

the smoothing penalty can also be a challenge. One way to get around this problem is 

to use a Bayesian Smoothing Spline.  With the Bayesian Smoothing Spline, a prior is 
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assumed on the smoothing penalty and on the variance and fitted values.  Gibbs 

Sampling can be used for the parameter estimate and the smoothing penalty can be 

estimated based on its posterior distribution. 

Though the smoothing penalty is a parameter used in fitting and not an actual 

population parameter for the data, it can be treated that way for the purpose of 

developing the Bayesian regression approach. If the squared second derivative 

integrated over some interval [a,b] can be written as a quadratic form fTKf, where f  is a 

vector of the fitted values, then K can be treated as a covariance matrix for a singular 

normal within the Bayesian likelihood function (the matrix K has a rank equals it’s 

dimension minus two, corresponding to the two linear dimensions which result in a 

roughness of zero).  

 

DeBoor (1978) proposed a matrix K that can be used for fitting Bayesian Smoothing 

Splines with orthogonal polynomial basis functions and knot points between each 

observed data point. The fitted values f, the scaled smoothing penalty τ = σα, and the 

variance σ2 can be determined with MCMC using Gibbs sampling. The posterior mean 

for the smoothing penalty can be used as a measure of the roughness or "wiggledness" 

of a fitted function. 

 

1.4 Clustering and Applications to Microarray Data 

 

Clustering is a statistical application that involves placing observations into logical 

groups.  The observations can be scalars, vectors, or even functions.  Observations are 
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grouped based upon some sort of similarity measure that exists between any two 

observations in a sample.  The most common measure is the squared difference in the 

univariate case or the Euclidean distance (i.e. the norm of the difference) between two 

vectors of observations in the bivariate case.  A clustering algorithm places 

observations into groups using the similarity measure as a basis for grouping them. 

 

Unsupervised clustering refers to the act of grouping observations when the 

observations in the data do not belong to some known groups a priori.  It can be useful 

in identifying groups of observations when the dimensionality is high and the spatial 

organization of the data is difficult or impossible to visualize. This clustering usually 

involves a distance measure between observations (such as the Euclidean measure, 

the sum of the squared differences between two observations) and some algorithm for 

sorting observations based on these distances. Hierarchical clustering involves 

clustering across many subgroups and establishing what is known as a dendrogram to 

graphically demonstrate the separation between groups at each level of the hierarchy. 

 

Hierarchical clustering can be agglomerative or divisive. In agglomerative clustering, 

each observation begins as being in a cluster by itself and observations are merged 

together to form groups. In divisive clustering all of the observations start in one group 

and are divided based on distance measure. Divisive clustering begins with the "trunk" 

of the dendrogram tree and forms the branches while agglomerative clustering starts 

with the top and works downward. Hierarchical clustering is useful when the number of 
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clusters is not known a priori. The graphical representation of the clustering by the 

dendrogram can help determine an appropriate number of clusters. 

 

K-means clustering is an algorithm for clustering when the number of clusters can 

reasonably be specified a priori. It is an iterative algorithm that arbitrarily chooses k 

cluster centroids in a p-dimensional space, with p being the dimension of the data. 

Observations are grouped according to which centroid they are the closest to based on 

a given distance measure. The centroids for the groups are again computed and the 

process is iterated until there is no change in the memberships of individual 

observations in successive iterations. 

 

Clustering can be very effective for identifying subgroups within high-dimensional data, 

including microarray data. Coffey (2011) effectively uses functional principle component 

analysis to cluster gene expression data for fruit flies.  Li et al (2008) developed an 

approach for clustering gene-expression time series data. For this particular application, 

conditional random fields offer a faster rate of convergence than using hidden Markov 

models, which can also be used for clustering. Clustering genes according to their 

expression profiles over time is a useful tool for inferring which genes may possibly 

activate and inhibit other genes. This particular algorithm does not need multiple 

samples in order to be clustered so that it is possible to incorporate a large number of 

genes into the clustering. It is flexible so that the user does not have to specify the 

number of clusters. Labels for each time series of gene expression measurements are 

randomly assigned for a group. Then, for each time series measurement within the 
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data, a voting pool of size Ni is created. The cost functions are created for the current 

time series and all of the other gene profiles in the time series. The cost function, which 

is a measure of dissimilarity (usually related to the Euclidean distance) between two 

time series, is calculated between the current time series and all of the other time series 

values within the voting pool. Based on the cost function, the probability P(Y|X)P(X) is 

calculated, where Y is the group affiliation of the time series and X is the values of the 

time series. If the time series in the voting pool with the highest probability has the same 

label Y as the current time series, then the algorithm moves on to the next time series in 

the data. If not, the aforementioned time series with the largest probability is changed to 

have the same label as the current time series. Then a new voting pool is formed with a 

different set of time series and the current time series is not changed. 

 

Clustering can also reveal substructures within data that might not be obvious from 

looking at individual sites and regions. Wang et. al. (2011) utilize clustering methods in 

methylation data for gastroesophageal adenocarcinomas. Two distinct groups are 

identified via clustering with 74 markers and 45 tumor samples. There were no apparent 

epigenetic differences at particular sites between the two clusters, but survival curves 

were significantly different depending on which cluster the samples belonged to. There 

were associations with sex and previous smoking status among the clusters. 

Methylation of the GATA5 gene was the biggest factor determining which cluster the 

sample is a member of. 

Lechner (2013) performed clustering based upon principle component analysis of 

Illumina 450k data on samples both positive and negative for the human papilloma virus 
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(HPV).  The top two principle components had a strong association with the HPV status 

for the sample.  The values of the top two principle components were also associated 

with several clinical factors. 

 

1.4 Clustering of Functional Data 
 

As previously mentioned, clustering involves the grouping of observations based upon 

some kind of measure of similarity.  When the observations are vectors or scalars then 

some form of (possibly weighted) distance between vectors is used.  When trying to 

cluster functional observations, the similarity criteria may not be as straightforward.  

One can use functional values at discrete points, but that leaves the question of how 

many points to use.  A common method to cluster functional data is to use the basis 

coefficients for the fitted function as vector data.  This can lead to an efficient way to 

cluster functions based on their general profile.  With functional data, however, we have 

more choices of how to define dissimilarity between functions. Other features besides 

the general shape that can be used to characterize a function for the basis of clustering.  

In some applications it may be desirable to cluster the functions based on low-level 

derivatives. 

Clustering of functional data is currently an active area of statistical research that has 

found many applications in and outside of bioinformatics.  Clustering functional data is 

of particular interest in gene expression data where expression values for each gene in 

each sample are available at discrete time points. Performing smoothing and then 
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clustering genes according to their profile can possibly help establish regulatory 

relationships between genes. 

 

In any method of clustering, one must first define some measure of similarity between 

observations.  In non-functional data with finite dimensions, this is typically some 

measure of distance such as Euclidean distance of the observations, which are usually 

vectors of more than one variable.  When clustering functional data one has to be more 

careful in defining similarity. 

 

Clustering of functional data can be performed by simply using the unsmoothed data as 

observations.  This, however, is not robust to missing data and may not be able to 

separate groups of functions in a meaningful way.  Clustering smoothed functions can 

not only reveal features the unsmoothed data might miss, but can also reduce the 

dimensions of the clustering and reduce computational complexity.  When clustering 

smoothed functional data, one must consider how similarity is defined in order to obtain 

groups of similar functions. Since gene expression data contains many genes for which 

expression changes little or none over time, a permutation test is done among time 

points to test that a functional observation is a constant function. 

 

Serban and Wasserman (2004) describe a method for performing k-means clustering 

for functional data.  The authors want to create a method of clustering whereby two 

functions with one being a constant multiple of the other are considered equivalent.  The 

authors point out that a similarity measure between two functions based on normalized 
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Fourier coefficients is equivalent to using a cosine similarity.  The authors show that 

when using Fourier basis functions the smoothing can be done with unbiased estimates 

of the Fourier coefficients. 

 

Bar-Joseph et. al. (2003) use a method based on B-splines to cluster time-series gene 

expression data. All gene groups are assumed to have a characteristic covariance 

matrix for the B-spline coefficients. The coefficients are assumed to have a mean vector 

µj for gene class j plus an error term Γij for an individual gene within class j. The E-M 

algorithm is used to establish cluster memberships and to recalculate the model 

parameters. The authors used the clustering to try and detect which genes are 

regulated by the Fkh1 and Fkh2 yeast genes. The results agreed with previous 

experiments about Fkh1 and Fkh2 and also revealed gene pathways independent of 

these genes. 

 

Dejean et. al. (2007) clustered gene expression data based on the derivative of the 

smoothed curve. Gene expression data was first smoothed using a smoothing penalty λ 

as previously described. The appropriate smoothing penalty was determined by PCA 

performed on the derivatives. The highest penalty was used for which there were two 

clear principle components with no observed overfitting. The derivatives were computed 

for 20 points for the fitted curves and they in turn were used for clustering. Using 

agglomerative clustering, the authors established the appropriate number of clusters as 

four. K-means clustering is then used to classify the genes into these clusters. The goal 

of the research was to look at how gene expression changes during the course of 
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fasting. The function of many of the genes in the data set was known and the 

established clusters agreed with these groupings. 

When performing simulation studies for clustering algorithms, it is of interest to evaluate 

how well a clustering method can partition observations in simulation data. One 

common method of estimating clustering error rate is the probability of selecting two 

random observations and having agreement between the true and assigned clusters of 

both observations.  This can be done regardless of the number of clusters that are in a 

set of observations. 

1.5 Identifying Differentially-Methylated Regions 
	  

When performing any test for differential methylation between two groups of samples, 

the null hypothesis is that the mean methylation level as a function of position is no 

different for the two groups or that it is independent of some continuous covariate. This 

test can be carried out by either performing an individual test for each site and then 

using a correction for multiple comparisons, or it can be done via smoothing with some 

form of functional test. Site-by-site tests can offer better resolution but will lead to 

correlated p-values and can miss functional differences that are large over a region but 

small over any individual site. Functional tests from smoothed data can better detect 

differences over a region that site-by-site tests may not be able to detect. The downside 

of using functional data analysis is deciding how to define regions and determining an 

appropriate functional test to detect different methylation profiles.  

For microarray or next-generation sequencing methylation data, the most 

straightforward and crude way to test for DMR are to logit-transform the beta values at 
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each site for each sample and compute a T-statistic for each site. Wilcoxon rank-sum 

tests can also be performed (Wang 2012 Choufani 2011). A Benjamani-Hochberg 

correction can be used for multiple comparisons for site-by-site tests. These methods 

are not advisable because a type I error or false discovery that occurs at a given site 

can also occur in nearby sites that have strong correlation.   

 

Among the most basic ways to test for DMR with next-generation sequencing data is 

Fisher's Exact Test (Pelizolla 2010, Lister 2009). This can be done on a site-by-site 

basis or can be used by pooling read counts for nearby sites together. Lister et. al. 

(2010, 2011) use a sliding window approach where each window is 1 kb. If a region 

contained at least 4 differentially-methylated sites, it was extended 1 kb at a time until 1 

kb region is reached that does not contain at least 4 differentially-methylated sites. Use 

of Fisher's Exact Test in this fashion is also not desirable because of the lack of 

smoothing and conservative nature of the test. 

 

Another possible way to identify differentially methylated locations is to find either sites 

or regions that have more variability in methylation levels than would be expected when 

there is no differential methylation. Jaffe et al (2011) proposed a method based on 

some smoothed measure of variation according to genomic position. The authors 

choose a measure of mean absolute deviation as their measure of data spread. 

 

Zhang (2011) also used a similar variability approach to develop a test statistic for CpG 

sites within a region that is based on Shannon entropy. Within a group of samples in 
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one particular region where there is differential methylation, the value of the estimated 

entropy should be higher. A Monte Carlo estimate of the distribution of the test statistic 

is obtained from samples with uniform methylation. This is done by simulating regions 

with uniform methylation level with small deviations from the average. 

 

Akalin et al (2012) proposed using logistic regression for detecting DMRs.  In the logistic 

regression, each read count for any sample in a region is treated as an observation.  A 

single binary covariate term is used to assess differential methylation in a particular 

region.  The authors created methylKit, an R package on Bioconductor for handling 

Methylation data. 

 

Ryu et. al. (2015) proposed a resampling method, called Generalized Integrated 

Functional Test (GIFT), in which the test statistic is computed for each resampling of the 

data. GIFT involves smoothing the methylation values with wavelet functions before 

performing functional data analysis. It is shown that using GIFT leads to a more even 

distribution of p-values than simply using the functional F-test. 

 

Bsmooth (Hansen, 2011) used a signal to noise ratio statistic similar to a function T-test 

to test for DMRs. The variance as a function of position is floored at the 75th percentile 

and then transformed as a running average. DMRs were defined as regions with the t-

statistics above or below the critical value c, which is established from the empirical 

distribution. 
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Jaffe et. al. (2012) utilize a method for microarray data called Bump Hunting, which can 

be used to possibly detect differential methylation with respect to a continuous 

covariate. For each CpG site in the microarray, a regression model is fit with the 

covariate on the logit-transformed M-values to obtain the slope βtj for genomic location 

tj. The result is an estimate of the regression slope as a function of the position. These 

values are smoothed using loess. The assumption is that the slope function is zero 

except for certain "bumps" which indicate regions containing sites where methylation is 

associated with the covariate of interest. The sum of the absolute values of the 

regression coefficient over a given region is the test statistic for differential methylation 

with a continuous covariate. Permutation tests are performed by permuting the value of 

the covariate and estimating the distribution of the test statistic. 

 

Bell et. al. (2012) also developed a method for use with a continuous covariate which 

they use to try and find association between age and methylation at certain sites. A 

linear mixed model is used to show how age affects methylation at certain sites. In the 

model, age is a fixed effect while batch and order in the sample are random effects. The 

test is performed for each site. The authors used Illuimina 450k microarray data and 

found sites with methylation levels significantly associated with age. 

 

Pei et. al. (2012) used bisulfite sequencing data and average methylation values for 

windows of length 200 bp and performed a t-test for each window to identify genes in 

DMRs for chronic lymphocytic leukemia. 
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Hebestreit et. al. (2013) used a special parameterization of the beta distribution as 

follows: 

 

where the mean is µ and the variance is µ (1- µ)/(1+φ). This allows for the fitting of a 

generalized linear model using the probit link function. The parameters µ and φ jointly 

allow for nonuniform dispersion. The model is fit with a test for group effect over each 

region. A Wald test is used to identify p-values. A weighted false discovery rate (WFDR) 

is used to make multiple comparisons across regions. When differentially methylated 

regions were found, individual locations within the regions were also tested for 

differential methylation. The authors performed a simulation study and demonstrate an 

improved false discovery rate over BSmooth for their data. 

1.6 Simulation of Methylation Data 
 

When performing simulations to evaluate methods, it is important to try and ensure 

simulated data are as similar to real data as possible.   Using virtual data that is not 

realistic could obscure how different methods may actually perform in finding 

methylation difference in real data.  The correlation between methylation values as a 

function of genomic distance (i.e. the variogram) must resemble that of real data.  The 

distribution of coverage in each site must be simulated in a way that is realistic if one is 
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looking at methods of analyzing bisulfite sequencing data.  The actual distribution of 

methylation percentages across sites also needs to be modeled.  The actual distances 

between sites must also be simulated as well. 

Jaffe (2012) uses an autoregressive process with parameters estimated from real (non 

variably-methylated) data to create virtual data and to get an empirical distribution for 

the test statistic they use in their paper. 

Hebestreit (2013) placed DMRs in CPG islands in real data. The length of the DMR was 

determined from a truncated Gaussian and the methylation rate difference was 

simulated with random values from a gamma distribution. 

Lacey et al (2013) showed some properties of real methylation data as well as a method 

for simulation of the data.  They used a “Hidden Markov Model” to model the distances 

between adjacent CpG sites.  A computed histogram of the data showed that the most 

methylation values where near 1 or 0. 

 

 

1.7 Variably Methylated Regions 
 

There is evidence that abnormalities in the epigenetic level may not manifest in the form 

of DMRs, which essentially refer to different mean methylation functional signal across 

two different groups.  The difficulty with finding variably methylated regions (VMRs) is 
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that methods designed to detect methylation differences might not detect VMRs, 

because mean methylation profiles may not differ between groups of samples. 

Feinberg and Irizarry (2010) observed that regions of increased variability in methylation 

is a useful epigenetic marker for certain diseases and conditions.  They show that 

individuals with a high body mass index have higher methylation variability at certain 

sites.  Their findings indicate that VMRs should be considered when trying to look at 

relations between epigenetics and certain diseases.  This further presents a statistical 

challenge when dealing with epigenetic data.  Methods designed to find regions of 

hypermethylation or hypomethylation would not be effective at finding VMRs.  Even 

methods designed to detect functional differences in methylation signal would not be 

nearly as sensitive for detecting regions where one group of samples has higher 

variation than the other. 

Hansen (2011) showed examples of cancer cells that had increased variability in 

methylation, in addition to a region of hypomethylation.  The authors show that in 

previously identified cancer-specific DMRs in these same regions the cancer cells also 

demonstrate greater variability. 

Tecschendorff (2014) demonstrated the progression of methylation values and variation 

in both precancerous and cancerous cells, and how the covariation between certain 

CpG sites in normal, precancerous, and cancerous cells differ.  The authors show that 

covariation between certain sites on the genome increases as the cells become 

precancerous and then decrease some when the cells become cancerous. 
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Jaffe et al (2012) proposed a method for identifying VMRs based upon smoothed mean 

absolute deviation values at individual CpG sites.  For each individual site i, the mean 

absolute deviation si is, 

si = f(gi) + ρsi-1 +εi 

In other words, it is modeled as an autoregressive process with an offset function f and 

autocorrelation parameter ρ. For this paper, regions were defined as sets of sites where 

contiguous sites are no more than 300 base pairs apart.  The distances between sites 

for each region are normalized and smoothed with loess.  The sum of the smoothed 

MAD values over a single defined region is the test statistic for that region.  For each 

region, the null hypothesis is that the MAD value for each site is an autoregressive 

process.   

i.e., si = ρsi-1 +εi 

The alternative is that in each region there is some non-zero function f(gi) offset for the 

autoregressive process. 

si = f(gi) + ρsi-1 +εi 

When there is a VMR within a certain genomic location, the MAD function will have a 

“bump” that would not be likely to occur if the function were a simple autoregressive 

process.  By estimating the parameters ρ and error variance εi from the data, critical 

values are determined for the test statistic, and p-values and false discovery rates are 

calculated.  The authors use CHARM microarrays and identify VMRs within spleen 

samples. 
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Figures 1 and 3 show examples of variable methylation (Hansen 2011, Jaffee 2012).  In 

these particular cases there is simultaneous differential and variable methylation.  

Figure 2 (Hansen 2011) shows a histogram which demonstrates an increase in variance 

in the distribution of the methylation rates. 

	  

Figure	  1	  Example	  of	  a	  VMR	  on	  chromosome	  1	  from	  Hansen	  (2011).	  	  The	  Cancer	  Cells	  are	  in	  red	  and	  the	  normal	  cells	  are	  in	  
blue.	  	  Cancer	  cells	  demonstrate	  a	  large	  portion	  of	  hypomethylation	  relative	  to	  the	  normal	  cells	  as	  well	  as	  increased	  variability	  

in	  methylation.	  

	  

	  

Figure	  2	  Histogram	  of	  Beta	  values	  from	  Hansen	  (2011).	  	  The	  cancer	  cells	  (red)	  have	  more	  mid-‐level	  methylation	  values	  than	  
the	  normal	  cells	  (blue).	  
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Figure 3 Example of a VMR and non-VMR from from Jaffe (2012).  The black lines represent cancer cell 
methylation and the gret lines normal cells. 

 

1.8 Proposed Model for DMR and VMR Data 
 

A suggested functional model for a differentially methylated region is as follows: 

Mijk = µk(t) + ai(t) + εijk, i=1,2,3,…N, j=1,2,3,...w, k=1,2, 

where Mij represents the transformed and unsmoothed data for sample i within a group 

k at site j. µ1(t) and µ2(t) are mean functional values for groups 1 and 2, and ai(t) is a 

functional noise for individual i.  The functional noise creates variations in the functional 

shapes in individuals in the same group.  The εij term represents independent Gaussian 

noise for individual i at site j with mean zero and some variance σ2.  The variable t is a 

value within the interval (or window) [a,b].   

When testing for DMR, the null hypothesis is µ1(t)= µ2(t) for any t	  ∈ [a,b]. 



30	  
	  

Within a variably methylated region, the responses are modeled as 

Mijk = µ(t) + ai(t) + vi(t) I(k=2) (k) + εijk, i=1,2,3,…N1, j=1,2,3,...w, k=1,2,  

where vi(t) for group 1 (the group with normal methylation variability) is 0 for all t in [a,b], 

and for group 2 a smooth and continuous function which is 0 for all t∈[a,b] except in 

some subinterval of [a,b].  The term vi(t) creates more variability in group 2 than in 

group one.  A test for a variably methylated region would be that vi(t)=0 for all t∈[a,b] in 

both groups.   

1.9 Summary of Introduction  
	  

Epigenetics is the study of modifications to DNA and how they affect the health and 

functioning of cells. Epigenetics is of great interest to the understanding of not only 

many different diseases and afflictions but also normal cellular processes. 

Functional data analysis is a branch of statistics that can be useful for spatially or 

temporally correlated data. These methods are to identify differences in functions 

between two different groups of observations. The attainment of functional observations 

is almost always via smoothing, and not directly. There are various methods of 

smoothing, using some sort of splines as a flexible way to smooth the data and adjust in 

ways that avoid overfitting. Methylation data is naturally suited for functional data 

because of correlation between methylation sites. Splines have been demonstrated in 

Hansen (2011) to be an effective method of smoothing methylation data. These 

methods tend to be robust to correlations, large dimension, and noise. 
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Functional data analysis is a natural fit for methylation data because of the spatial 

correlation, with the spatial dimension being the genomic position.   

Many diseases and afflictions can be linked to simple hypomethylation and 

hypermethylation, but for certain diseases like cancer there may be more complex 

patterns including variable methylation.  Functional analysis methods to identify 

differentially and variably methylated regions should be tailored to patterns that are 

currently observed in epigenetic literature. 

Epigenetic abnormalities can manifest with various patterns.  Functional tests provide 

the potential to differentiate between two groups of fitted curves in ways that classical 

tests for mean and variance of scalar observations may not be able to. 

A univariate test based on reducing all observed functions to a single scalar measure of 

roughness is proposed for finding methylation irregularities within methylation 

microarray data.  
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2. Methods 
	  

Examples of VMRs from Jaffe (2012) and Hansen (2012) suggest the need for a 

method for classification and differentiation based upon the “wiggledness” of the data.  

A log-transformation of the beta values could potentially amplify the quality of the fits for 

VMRs that also have hypomethylation.  In this dissertation, a method for both the 

clustering and VMR (or possibly other types of methylation anomalies) is proposed 

based upon the roughness of the smoothed methylation, where the roughness is 

calculated by integrating the second derivative of the fitted function over a particular 

window. 

2.1 The Bayesian Smoothing Spline 
	  

As described in the previous section, a smoothing spline is a spline to fit non-linear 

response data with a penalization for roughness, which is defined as the integration of 

the square of the second derivative of the fitted curve.  Consider the parameter priors 

	  

where f is the fitted value,	  α is the unscaled smoothing penalty, τ is the scaled 

smoothing penalty, and σ2 is the error variance.  Define K, Q, and R as follows (De Boor 

1978): 
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Here K is constructed in such a way such that ftKf corresponds to the roughness of the fitted 

curve.  The joint likelihood then becomes 

 

The matrix K is obviously not full rank, as the roughness can be zero when the data points fit on 

a line.  Therefore, a singular normal distribution is used for f.  Note that the sum of the 

exponentials in the multivariate normal and the singular normal correspond to the roughness-

penalized sum of squares. 

Gibbs sampling with f, sigma, and τ is implemented.  Taking the posterior mean of the vector f 

can be used as estimates of fitted values for each data point.  The Bayesian smoothing spline 

offers an alternative to frequentist methods to get a penalized curve fit, and for our purposes, 
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the roughness can be used to characterize the curve and serve as a reduction of dimension for 

the purpose of classification of curves. 

 

2.2 Model and Methods for Data Generation 
 

Consider the non-parametric regression model, 

yi=f(xi)+ ƐI ,  Ɛi ~N(0, σ 2) 

An inverse-gamma distribution is used as a prior for the variance, and a double 

exponential distribution truncated at zero is used as the prior for the smoothing penalty.  

Even though priors exist for which named conditional distributions exist that allow for 

fast Gibbs sampling, the double exponential distribution is used to capture the general 

range of roughness values that will be encountered in the simulation. MCMC samples 

are generated and from the posterior means of the fitted values, the roughness is 

computed for a particular curve as the integrated squared second derivative. 

For both the clustering and VMR simulation, four different settings are used, namely,  

both large and small VMRs as well as two different levels of functional variations.  Here 

“large” and “small” VMR refer to the effect size (i.e., large VMR means higher difference 

in variability).    Figure 4 shows an example of each of the four settings.  The features of 

each setting are exaggerated to demonstrate the meaning of VMR size and amount of 

functional noise. 
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Figure	  4	  The	  four	  settings	  used	  in	  simulations.	  	  Referring	  to	  a	  large	  or	  small	  VMR	  refers	  to	  the	  effect	  size,	  or	  how	  much	  extra	  
variation	  there	  is.	  	  The	  functional	  noise	  refers	  to	  the	  level	  in	  the	  variation	  of	  the	  profiles.	  	  The	  VMR	  in	  the	  green	  curves	  is	  

from	  approximately	  1.5	  to	  2.5	  on	  the	  horizontal	  axis.	  
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Figure	  5	  An	  Example	  of	  what	  the	  beta	  values	  may	  look	  like	  before	  transition	  in	  each	  of	  the	  four	  settings.	  

 

Functional variation is introduced as follows.  Let x1, x2, x3 be evenly-spaced horizontal 

coordinates on the x axis on the domain of the functions. Let 

y1~N(0, σ f2) 

y2~N(0, σ f2) 

y3~N(0, σ f2) 

be random y-coordinates of the functional noise terms at x1, x2, and x3.  Consider the 

linearly independent basis functions. 
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1
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The functional noise for an individual will be the linear combination of the basis 

functions which fit the points (x1, y1), (x2, y2), and (x3, y3).  This functional noise is added 

to the mean function, which is the same for both groups within the simulation.  Because 

y1, y2, and y3  are normally distributed, the fitted function with coefficients c1, c2, and c3 , 

c1f1(x)+c2f(x)+c3f(x), 

will have a normal distribution at any x within the window and the function value. 

Variable methylation is introduced by adding a squared sine term to the functions that is 

non-zero over only one period.  This creates random “bumps” in the functions.  The 

offset and period of the function is adjusted so that one period of the function spans the 

length of the portion that is variably methylated, ensuring that the resulting function is 

still continuous and smooth. The heights of the bumps have a uniform distribution.  For 

interval [l, u] a random “bump” is introduced by adding the equation 

ℎ sin
(𝑥 − 𝑙)𝜋
𝑢 − 𝑙

!

 

l<x<u 
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with h being the maximum height of the bump.  This ensures that the resulting function 

remains both continuous and smooth. The offset and period of the function is adjusted 

so that one period of the function spans the length of the portion that is variably 

methylated, ensuring that the resulting function is still continuous and smooth.    The 

heights of the bumps are random with a uniform distribution. 

The level of functional variation can be increased by increasing the value of σ f2 , leading 

to functional noise terms that have larger fluctuations about zero.  A larger VMR (effect 

size) can be created by increasing the limits on the uniform distribution from which the 

"bump" heights h are drawn.   

For the variably-methylated model, over a given genomic region [a,b] 

Mijk = µ(t) + ai(t) + vi(t) I(k=2) (k) + εijk, i=1,2,3,…N1, j=1,2,3,...w, k=1,2 

The roughness of the functions for curves without and with variable methylation are 

(µμ!!(t)   +   𝑎!!!(t))!
!

!
𝑑𝑡   

and 

(µμ!!(t)   +   𝑎!!!(t))!
!

!
𝑑𝑡 +    2(µμ!!(t)   +   𝑎!!!(t))  𝑣!(𝑡)

!

!
𝑑𝑡 + 𝑣!!!" 𝑡 𝑑𝑡

!

!
 

With proper scaling of the data, it will be reasonable to assume that the middle term of 

the second above equation will be small in comparison to the third integral and we 

expect the curve with a VMR to possess a higher roughness.  For analyses, data will be 



39	  
	  

scaled in such a way as to ensure that the absolute value of the second derivatives are 

larger than 1. 

2.3 Methods For Clustering Simulation 
	  

Let xj be the genomic position of a given CpG site of a window and let yj be the beta 

value.  A Bayesian smoothing spline can be used to get smoothed values for the log- 

transformed methylation rates at any particular position xi.  The summary measure for a 

given sample over a given window will be the roughness of the fitted curve fTKf, where f 

is the posterior mean fitted values.  One-dimensional k-means clustering with two 

means can be used to cluster the curves based upon the general variability within the 

curves. 

Consider 20 random curves, 10 of which have extra variability introduced in a 

subinterval of the functional domain.  Univariate K-means clustering with 2 means is 

performed using a Euclidean measure of dissimilarity with the computed roughness 

values (just the squared difference for the univariate case), on the raw the data and the 

smoothed data for each randomly generated curve.  Let Nij represent the number of 

curves that are actually part of cluster i and assigned to cluster j, i,j=1,2.  The clustering 

error is defined as the probability of choosing two random curves and having 

disagreement between their true cluster membership and algorithm-assigned cluster 

membership. 
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Define E1 and E2 as   
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!!!
! + !!!
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!!"
! + !!"
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!
!

 

Both values must be computed in order to obtain the error.  Then the error for one 

particular clustering is 1-max(E1,E2).   The maximum is applies here because the 

clustering labels (1 and 2) are arbitrary. 

 

2.4 Methods for VMR Identification 
	  

To reduce the number of curves that need to be fit, for each of the 4 settings 1000 

random variably-methylated and 1000 random non-VMR curves are created and the 

roughness is computed for each curve.   Bootstrap samples from these curve 

roughness values are taken form this group and the Mann-Whitney test statistic is used 

to compare the roughness of the two curve groups in each sample.  The Mann-Whitney 

statistic serves as a summary measure of the difference in roughness between the two 

groups of curves. 

This mode of classification is compared to classification based on loess-smoothed MAD 

values, similar to that proposed by Jaffe (2014).  A method similar to this MAD method 

that uses the standard deviation instead of the MAD is also be implemented.  This is 

similar to a functional version of an F-test for equality of variances that one might 
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choose to perform.  The three methods of VMR classification will be compared using 

ROC curves. 

	  2.5 Results for VMR Identification Simulation 
	  

The ROC curves for classification for each of these methods are shown in figures 6 and 

7. The curve for roughness-based classification is in in green, the MAD-based 

classification in red, and the standard deviation-based classification is in blue.  The 

terms "Large VMR" and "Small VMR" refer to the effect sizes of the variable 

methylation, not the sizes of the region.  Large VMR's have larger amount of extra 

variation induced in the random curves and the Small VMR's have smaller amount of 

extra variation.  The terms "small functional variation" and "large functional variation" 

refer to the functional (or correlated) noise of the random curves.  The roughness-based 

classification is also compared to using a sum of smoothed standard deviation statistic.  

This can be thought of as a functional analogue to the F-test for comparing equality of 

variances in two normally-distributed populations. 
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Figure	  6	  ROC	  Curves	  for	  both	  smoothed-‐MAD	  sum	  method	  and	  roughness	  method	  of	  classification	  with	  20	  curves	  and	  10	  for	  
each	  group.	  	  The	  green	  curves	  are	  for	  the	  roughness-‐based	  classification	  and	  the	  red	  curves	  are	  for	  the	  MAD-‐based	  

classification.	  
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Figure	  7	  ROC	  Curves	  for	  both	  smoothed-‐MAD	  sum	  method	  and	  roughness	  method	  of	  classification	  with	  10	  curves	  and	  5	  for	  
each	  group.	  	  The	  green	  curves	  are	  for	  the	  roughness-‐based	  classification	  and	  the	  red	  curves	  are	  for	  the	  MAD-‐based	  

classification	  similar	  to	  Jaffe	  (2014).	  	  A	  vertical	  black	  line	  is	  drawn	  where	  1-‐specificity=0.05.	  
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2.6 Results for Clustering Simulation 
	  

Table 1 shows the results from the clustering simulation.  Clustering error is estimated 

for (1) clustering based on the fitted roughness, (2) the raw data values, (3) the 

smoothed data, and (4) randomly assigning clusters with no regards for the data. 

	  

	   Roughness	   Data	   Smoothed	  Data	   Random	  Clusters	  
Small	  VMR,	  Small	  Functional	  Noise	   0.256	   0.763	   0.763	   0.661	  
Small	  VMR,	  Large	  Functional	  Noise	   0.514	   0.763	   0.763	   0.669	  
Large	  VMR,	  Small	  Functional	  Noise	   0.292	   0.763	   0.763	   0.664	  
Large	  VMR,	  Small	  Functional	  Noise	   0.537	   0.763	   0.762	   0.659	  

	  

Table 1 Clustering errors for the clustering simulations.  The four bases for clustering were roughness, the 
data, smoothed data, and clusters assigned completely randomly without regard to the data. 

	  

For each of the four settings, 5000 random sets of 20 samples with 10 from each group 

were generated.  The numbers in the table are the average error rate over each set of 

curves generated. 
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3. Analysis of Hepatic Cancer Microarray 
Data from the Cancer Genome Atlas 
(TCGA) 

	  

3.1 TCGA Data 
	  

The results shown here are in whole based upon data generated by the TCGA 

Research Network http://cancergenome.nih.gov. Forty nine pairs of matched control 

and tumor samples of liver were available for Illumina Methylation 450k platform.  The 

data are tumor and matching control samples from the same person obtained from the 

Cancer Genome Atlas.  Since it may not be valid to use a classification rule based on 

simulated data to analyze real data, 25 pairs were used to develop the classification 

rule, and the remaining 24 pairs for validation. The regions containing the largest 

discrepancy of roughness between the control and tumor samples in the testing data 

are tested again in the validation data.  The regions with the largest discrepancy in both 

sets are considered as variably (and possibly simultaneously differentially) methylated. 

Disjoint windows of 100 CpG sites are used.  After assigning sets of 100 contiguous 

sites to each window, some sites were removed from their window and placed in the 

adjacent window if they were closer to the nearest site in the adjacent window.  All 

genomic distances between sites are log-transformed and scaled to fit the x-axis for the 

purpose of smoothing. 
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3.2 Identified Regions of Interest 
 

	  

Figure 8:  Smoothed Methylation Profile for a region on chromosome 1.  The red curves are the cancer 
samples and  the green curves are the control samples. 

Figure 8 shows an identified region of interest on chromosome 1 in the human genome.  

Both variable and hypomethylation appear to be present in this region.  This region 

contains a gene called KCNN3, which is responsible for ion channels that help pump 

potassium ions into the cell.  Malhi (2000) showed that these channels play a role in the 

growth of both mouse hepatic cells and human liver cell lines. 
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Figure 9 Smoothed Methylation Profile for a region on chromosome 1.  The red curves are the cancer 
samples and  the green curves are the control samples. 

Figure 9 shows the smoothed methylation profiles for a region on chromosome 1. This 

region contains several genes. 

Gene ARRB1: "Members of arrestin/beta-arrestin protein family are thought to 

participate in agonist-mediated desensitization of G-protein-coupled receptors and 

cause specific dampening of cellular responses to stimuli such as hormones, 

neurotransmitters, or sensory signals." (Genome Browser) 

Gene RPS3: "Ribosomes, the organelles that catalyze protein synthesis, consist of a 

small 40S subunit and a large 60S subunit. Together these subunits are composed of 4 

RNA species and approximately 80 structurally distinct proteins. This gene encodes a 
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ribosomal protein that is a component of the 40S subunit, where it forms part of the 

domain where translation is initiated." (Genome Browser) 

Gene GDPD5: "Glycerophosphodiester phosphodiesterases (GDPDs; EC 3.1.4.46), 

such as GDPD5, are involved in glycerol metabolism (Lang et al., 2008 [PubMed 

17578682]).[supplied by OMIM, Jan 2010]." (Genome Browser) 

 

 

	  

Figure	  10	  Smoothed	  Methylation	  Profile	  for	  a	  region	  on	  chromosome	  10.	  	  The	  red	  curves	  are	  the	  cancer	  samples	  and	  	  the	  
green	  curves	  are	  the	  control	  samples. 

Figure 10 shows smoothed methylation profiles from a region on chromosome 10. This 

region contains many genes, not all of which have known functions. 
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Gene ERCC6: "This gene encodes a DNA-binding protein that is important in 
transcription-coupled excision repair. The encoded protein has ATP-stimulated ATPase 
activity, interacts with several transcription and excision repair proteins, and may 
promote complex formation at DNA repair sites. Mutations in this gene are associated 
with Cockayne syndrome type B and cerebrooculofacioskeletal syndrome 1." (Genome 
Browser). 

Gene CHAT: "This gene encodes an enzyme which catalyzes the biosynthesis of the 
neurotransmitter acetylcholine. This gene product is a characteristic feature of 
cholinergic neurons, and changes in these neurons may explain some of the symptoms 
of Alzheimer's disease." 

García-Ayllón (2006) showed that levels of acetylcholinesterase are lower in mice with 
cirrhosis caused by bile duct ligation.  This region is of potential scientific interest. 
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Figure	  11	  Smoothed	  Methylation	  Profile	  for	  a	  region	  on	  chromosome	  8.	  	  The	  red	  curves	  are	  the	  cancer	  samples	  and	  	  the	  
green	  curves	  are	  the	  control	  samples. 

Figure 11 shows smoothed methylation profiles for a region on chromosome 8.  This 
region contains several genes, some of which have unknown functions. 

Gene DUSP4: "The protein encoded by this gene is a member of the dual specificity 
protein phosphatase subfamily. These phosphatases inactivate their target kinases by 
dephosphorylating both the phosphoserine/threonine and phosphotyrosine residues. 
They negatively regulate members of the mitogen-activated protein (MAP) kinase 
superfamily (MAPK/ERK, SAPK/JNK, p38), which are associated with cellular 
proliferation and differentiation." (Genome Browser)  
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4. Discussion 
	  

The use of calculated posterior roughness can be an effective method for clustering 

splines when the interest is to cluster functions based on properties other than the 

general shape.  Such clustering could possibly be used in the identification of epigenetic 

subgroups that are clinically meaningful.  When clustering based on the data and 

smoothed values, the error was even worse than randomly assigning curves to clusters.  

This was due to the clustering with the data and smoothed values placing a large 

percentage of the curves into the same cluster.  The error rate for roughness-based 

clustering improved when the VMR effect size was much larger.  The results indicate 

that a clustering of functions or splines based upon coefficients or the general shape 

may not be the best way to classify functions in all situations.  How clustering will 

perform is dependent upon what sort of measure of dissimilarity there is between 

observations.  If there is variable methylation or both variable and differential 

methylation then clustering based upon roughness can not only reduce the number of 

dimensions to 1 but can also perform better than simply using smoothed values or raw 

data values.  The clustering based off of roughness was not as good as when the 

functional noise was larger.  This is because the functional noise is equal in both groups 

of curves and lessens the level of dissimilarity.  When the level of functional noise 

compared to the size of the extra variation becomes larger, it is reasonable to anticipate 

that the error rate of the roughness-based calculation will approach the error rate for the 

data and smoothed data for classification. 
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The ROC curves suggest using roughness as a basis for variable methylation detection 

can improve on classification from the method of smoothed MAD sum.  The method 

performed better in 6 of the 8 scenarios.  The roughness-based method was worse in 

the settings with a sample size of 10 and a small VMR.  This is possibly due to the 

conservative nature of the Mann-Whitney test, whose p-value that can only take 

discrete values is the basis for classification.  Although the simulated functional data 

only has extra variation induced and no difference of mean signal, in a test for both 

differential and variable methylation the effect size based on roughness should be 

further amplified.   It must be emphasized that with functional methods how the data is 

scaled and transformed can possibly affect results, since clustering is based upon 

roughness, which has dependence on the second derivative.   This must be taken into 

consideration when specifying either a smoothing penalty or a prior for the smoothing 

penalty.  Ideally, with a Bayesian classification system, some measure such as the 

Bayes factor or some relative measure of model fit would be used for classification.  

However, the calculation of the Bayes Factor is highly unstable for the Bayesian 

Smoothing Spline because of very large roughness within MCMC samples.  Some other 

form of classification other than a Mann-Whitney test for the curve roughness could 

possibly enhance the advantages of the method even further. 

  One limitation within the simulation study (as with many simulations studies for 

methylation and functional data) is that the virtual data for the simulation may not be 

realistic enough to be comparable with real data.  The proposed method could work 

equally well if no better for next generation sequencing data provided there is some way 

to account for variable site coverage.  This is because the CpG sites are more dense 
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and the actual methylation profile can be more accurately discerned over the entire 

window. 

The smoothing Spline arguably underfits Microarray data and may not be useful for 

getting smoothed estimates of methylation.  This is largely due to the sparseness of the 

CpG sites.  Despite this limitation, use of roughness in classifying data is still arguably 

useful for identifying certain methylation abnormalities that some common methods for 

functional data may miss.  When there is both differential and variable methylation the 

sensitivity of this method is arguably even greater than if there is variable methylation 

alone.  This technique could work with next generation sequencing methylation data but 

may need some sort of way of accounting for variable coverage at each site. 

Future research into this method could be the development of a frequentist approach for 

a test based upon roughness.  The challenge will be developing a test that will not 

require too extensive resampling and thus require a lot of computing time.  Future 

research could also go into how to best transform and scale raw methylation data 

before smoothing and methods for taking into account variable coverage with 

microarray data.  The roughness-based approach could be an improvement for 

identifying VMRs in the types of VMRs described by Hansen (2011) and Jaffe (2012).  

They can potentially capture both the hypermethylation feature and variable methylation 

features of regions where cancer cells differ epigenetically from normal cells.  Care 

should be taken to ensure that transformation is used that does not obscure these 

features. 
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Several areas of the genome with identified variable methylation have been identified 

that could potentially be of interest to biological research.  This suggests the validity of 

the method in identifying the type of methylation patterns that genuinely occur in VMR 

regions that can have real biological effects via a loss of regulation of DNA transcription.  

Analysis of more methylation data for liver cancer and non-liver cancer cells is 

warranted to investigate further the regions of interest found within the public data that 

was used for the analysis. 
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